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Abstract

Intelligent Transportation Systems (ITS) aim to assist commuters in taking in-

formed decisions concerning travel safety and efficiency. Vehicular Ad Hoc Networks

(VANET) are one of the key platforms for ITS, wherein vehicle-to-vehicle and

vehicle-to-infrastructure communication - collectively designated as V2X - can sup-

port information dissemination. With high-fidelity sensors becoming mainstream

in modern vehicles, VANETs are expected to adequately support the diffusion of

disparate sensory artifacts, including the prevailing traffic conditions. In turn,

V2X-based Traffic Information Systems (TIS) will provide drivers with dynamic

route planning and congestion estimates. Nevertheless, the intrinsic properties of

mobility, the lack of clear understanding of vehicular network connectivity, as well as

the stringent time and quality constraints for traffic data diffusion, impose significant

barriers in the process of designing, implementing and deploying TIS. Moreover, the

research community has yet to adopt thorough and realistic performance evaluations

approaches for such systems and their peripheral components thereby introduc-

ing unnecessary risks of failure, simply because they will confront a demanding

environment they were not designed for.

This thesis will present the research efforts towards providing solutions to the

aforementioned problems. To investigate the potentials and understand how dis-

tributed VANET-based TIS will eventually be realized, we study through extensive

analytical and simulative methods the following problem domains: (i) VANET dy-

namics in Urban Environments, (ii) Traffic Sensing and Acquisition, and (iii) Large-

Scale Traffic Information Dissemination. At first, we explore the basic premise be-

hind V2X, specifically the constantly evolving spatio-temporal nature of urban-based

VANETs through which traffic information will flow. Here, V2X connectivity is mod-

eled as sequences of contact graphs wherein complex network analysis measures are

employed to gain insights on the structural properties of VANETs from a city-wide
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perspective. In contrast to other low-dimensional networks, we unveil the VANET’s

high sensitivity to fragmentation, extremely variable connectivity and total lack of

small-world and scale-free features. Additionally, we present why and where par-

ticular network phenomena occur in the underlying road network and exploit the

implications in the design of effective information dissemination mechanisms. Next,

we consider the constrained bandwidth of VANETs, and thus we investigate the pos-

sibility of in-vehicle data caching. Particularly, we examine its capacity to improve

the efficiency of TIS by reducing the time-to-serve requests and network overhead,

while abiding established time and quality constraints. Through large-scale realistic

simulative evaluations, we discuss that the use of simple TTL-based replacement poli-

cies can achieve significant improvements under both normal traffic conditions and

unscheduled traffic events. Finally, we present V-Radar a reactive, VANET-based,

traffic information dissemination protocol for metropolitan environments. In contrast

to other approaches in the literature, V-Radar enables the querying and acquisition

of traffic information along a number of composite road-paths, starting from a vehi-

cle’s current position towards its final destination. Ultimately, this effective approach

enables the driver to establish a more broad view of the traffic conditions that will be

encountered further ahead in a timely manner. Finally, we present the analytical and

simulation testbeds developed to support the above research, which are open-source

released to the community for future studies.
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Chapter 1

Introduction

During the last few decades, the availability of low-cost, high quality electronic cir-

cuitry, has realized the omni-presence of sensory equipment in relatively all aspects

of our daily lives. Among the pioneers of this sensory ubiquitousness, automotive

manufacturers, began fitting their vehicles with an extensive array of sensors that

measure and record in high fidelity thousands of real-time vehicle-related (location,

speed, acceleration, emissions, etc) and environment-related (temperature, humid-

ity, CO2, etc) parameters. Their goal was and remains to be, the provision of safe,

trouble-free and comfortable ride for vehicle drivers and passengers.

Figure 1.1: The Modern Vehicle

On a global scale, Intelligent Transportation Systems (ITS) aim to enable users

and/or various transportation modes (including vehicles) to take informed decisions
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concerning commute safety and efficiency, by integrating real-time data and feedback

from a number of heterogeneous resources. More recently, the concept of Inter-

Vehicle Communication (IVC) has emerged and it is justifiably envisioned as one of

the key supporting platforms for the establishment and market acceleration of ITS

[31, 47, 48]. The allocation of the necessary wireless frequency band from govern-

mental commissions around the world, provides concrete evidence that in the next

few years, vehicles will feature wireless technologies as standard on-board equipment,

supporting communication standards (IEEE 802.11p / WAVE [63]) designed exclu-

sively for the vehicular environment. Acknowledging the potential societal impact

of a “Connected Car”, both the academia and automotive industry have for quite

some time wholeheartedly supported the proliferation of international initiatives and

consortia (PATH [16], Car2Car [1], CVIS [2], PReVENT [17]) to investigate this

promising concept even further. It is expected that such technologies will ultimately

facilitate the establishment of Vehicular Ad Hoc Networks (VANETs), enabling thus

the exchange and dissemination of a magnitude of sensory information among vehicles

(V2V) and stationary road-side infrastructure (V2I).

Vehicular Sensor Networks (VSN) are a major departure from traditional mobile

sensor paradigms, mainly due to the unique characteristics of the VANET and the

capabilities of sensor nodes themselves [77]. In contrast to conventional battery-

operated mobile sensors, vehicles have minimal energy constraints due to the existence

of the engine. As a result, this source of ample energy enables them to have extended

processing, storage and communication capabilities that are highly favorable while

sensing and disseminating substantially larger quantities of information over wide

geographic areas [114]. On the other hand, the high and variable mobility of the

vehicles, as well as the presence of wireless signal obstructions, especially in urban

environments (buildings, light poles, trees, etc), make IVC intermittent and hard to

maintain or forecast in the course of the time [97].

2
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Figure 1.2: A Vehicular Sensor Network with V2X communication1.

Nonetheless, the vision of such enabling communication and sensing technologies

have paved the way for a number of interesting and innovative applications, which

aim not only to combat and diminish safety-related road transportation problems but

also to further improve the quality of peoples’ daily commute. These application can

be categorized to: safety message broadcast [121, 123, 127], congestion avoidance and

resolution [46, 94, 119], content dissemination [85, 88, 95] and infotainment [36, 74,

113].

Traffic Information Systems (TIS) form another key category of non-safety VSN

applications, wherein traffic information is sensed by vehicles and subsequently dis-

seminated in near real-time to other vehicles through the help of V2V and V2I com-

munication. TIS seek to enhance drivers awareness on the prevailing conditions on

the road network, including traffic density and queues, road capacity and accidents.

Their conceptual goal is to assist drivers to take informed decisions when planning

their daily vehicular travel by avoiding existing or forecast traffic bottlenecks, ulti-

mately resulting in the reduction of related socioeconomic and environmental impacts

in modern societies.

1Image taken from U.S. DOT NHTSA
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This PhD thesis focuses on presenting the scientific research performed in order

to design and implement a “Distributed Traffic Information System (TIS) based on

V2X2communication for large-scale information diffusion in urban environments”. To

investigate the potentials and understand how such a distributed system will eventu-

ally be realized, we study the following problem domains: (i) VANET Dynamics

in Urban Environments, (ii) Traffic Sensing and Acquisition mechanisms, and

(iii) Large-Scale Traffic Information Dissemination.

More specifically, we explore the basic premise behind V2X, particularly the con-

stantly evolving spatio-temporal nature of urban-based VANETs through which traf-

fic information will flow. Here, V2X connectivity is modeled as sequences of contact

graphs wherein complex network analysis measures are employed to gain insights on

the structural properties of VANETs from a city-wide perspective. In contrast to

other low-dimensional networks, we unveil the VANET’s high sensitivity to fragmen-

tation, extremely variable connectivity and total lack of small-world and scale-free

features. Additionally, we present why and where particular network phenomena

occur in the underlying road network and exploit the implications in the design of

effective information dissemination mechanisms. Next, we consider the constrained

bandwidth of VANETs, and thus we investigate the possibility of in-vehicle data

caching. Particularly, we examine its capacity to improve the efficiency of TIS by

reducing the time-to-serve requests and network overhead, while abiding established

time and quality constraints. Through large-scale realistic simulative evaluations, we

discuss that the use of simple TTL-based replacement policies can achieve significant

improvements under both normal traffic conditions and unscheduled traffic events.

Finally, we present V-Radar a reactive, VANET-based, traffic information dissemina-

tion protocol for metropolitan environments. In contrast to other approaches in the

literature, V-Radar enables the querying and acquisition of traffic information along

2V2X sums up the communication among vehicles (V2V) and communication between vehicle-
infrastructure (V2I).

4
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a number of composite road-paths, starting from a vehicle’s current position towards

its final destination. Ultimately, this effective approach enables the driver to establish

a more broad view of the traffic conditions that will be encountered further ahead in a

timely manner. Finally, we present the analytical and simulation testbeds developed

to support the above research, which are open-source released to the community for

future studies.

The rest of this thesis is organized as follows. Chapter 2 presents the Motivation

behind the research work performed in this PhD. Chapter 3 presents the System

Model and Problem Statement for each of the three problem domains addressed in

this thesis. Chapter 4 and 5 detail the approach and roadmap towards providing

solutions for each problem domain. Chapter 6 outlines the related works. Chapter 7

presents the testbed established for evaluating the different research approaches and

methodologies proposed for solving the above research problems. Chapter 8 presents

the work on the V2X Evolutionary dynamics. Likewise, Chapter 9 presents the work

on Urban Traffic Sensing and Acquisition, while Chapter 10 captures the research

on Large-Scale Traffic Information Diffusion using Reactive Mechanisms. Chapter 11

provides conclusions and discussions on the work of this thesis, and finally Chapter 12

briefly describes Future Work plans.
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Chapter 2

Motivation

Urban road traffic and congestion build-ups have an adverse effect in modern soci-

eties and the daily commute of citizens. Environmental pollution, millions of wasted

money/hours and commuter stress are all the aftermath of vehicles stuck in traffic.

In the United States alone, it is been estimated that the cost of traffic congestion

for 2012, exceeded $121 billion dollars, while the yearly amount of delay endured by

the average commuter was approximately 38 hours [84]. On a global scale, the delay

estimations are startling and alarming, with vehicle users wasting approximately 90

billion hours in traffic jams each year.1 As these numbers are expected to rise sub-

stantially over the next years and given the global economic recession, it is crucial

both for the research community and the automobile industry to identify and provide

the necessary solutions in an effort to improve daily road transport and minimize

unnecessary expenditure.

Vehicular traffic estimation and prediction systems currently in operation in

metropolitan areas around the world, require the use of dedicated roadside infras-

tructure (i.e, magnetic loop detectors, piezoelectric sensors, cameras). In addition

to the extremely high deployment and maintenance costs, such systems and their

1The Economist (2014) - Connected Cars will make Driving Safer, Cleaner and more Efficient.
Their introduction should be speeded up, September 2014
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components are usually accompanied with low reliability, limited coverage and short

life expectancy [54]. Considering the expected rise in the number of vehicles in the

near future, as well as the sophistication and high reliability of modern electronic

circuitry, one can clearly see that such systems will eventually be rendered obsolete.

Newer solutions based on Floating Car Data (FCD) monitoring, i.e information about

GPS localization of vehicles, provide interesting alternatives, however they inherently

require the offloading of massive amounts of information to central Internet based

servers via the already saturated public - but privately regulated and monetized -

cellular network [30].

VANET-based Traffic Information Systems (TIS) hold a prominent role in the

long-term strategy of mitigating the aforementioned urban traffic implications. Their

primary function is to facilitate dynamic route planning through “almost real-time”

collective traffic measurements [46, 53, 71, 107] obtained solely from VSN-capable

vehicles. TIS have been envisioned to provide drivers and/or in-vehicle navigation

systems with a more broad and fine-grained view of the traffic conditions that will

be encountered in-between two locations. The key question that needs to be system-

atically and accurately answered by such systems is:“What are the prevailing traffic

conditions en-route to a particular destination?” - ultimately, such knowledge can

be extremely valuable in the process of calculating more optimal route(s) by taking

under consideration various constraints such as total travel time, fuel cost and emis-

sions. In addition, collective road traffic estimates reported by vehicles can be used

by transport authorities for identifying: “What is the localized traffic behavior of dif-

ferent regions in the city?” - such knowledge can assist authorities to implement and

optimize dynamic traffic signalization, adaptation of road segment(s) speed limits,

on-ramp metering, greenhouse gas (GHC) levels and even the enforcement of driving

laws.
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This PhD thesis is motivated by the above societal problem, which is major in all

over the world during the last-half of the 21st century. In line with European Com-

mission’s Action Plan2 on ITS (2008) and Directive 2010/40/EU (2010) [100], it aims

at contributing and accelerating the vision of congestion-free, sustainable and eco-

nomic mobility, by proposing a “Distributed Traffic Information System (TIS) based

on V2X communication for large-scale information diffusion in urban environments”.

However, if one considers the intrinsic properties of VANETs, the realization of such

a large-scale V2X distributed system, especially for metropolitan areas, becomes a

non-trivial endeavour. In contrast to the highway setting, vehicular traffic in urban

environments is anything else but uniform and reliable. On a macroscopic scale, the

societal activities of people during diurnal cycles, along the topological structure and

features of the underlying road network (including traffic light signalization), cause

city-wide car flows to be non-linear and less predictable. Zooming inwards to the

microscopic scale, individual driver behavior, vehicle technical characteristics (accel-

eration/deceleration rates, length, wheelbase, etc.) and unexpected events (accidents,

mechanical breakdowns, etc.) contribute even further to the non-uniformity of urban

mobility distribution. All these factors greatly affect the following 3 supporting pil-

lars, required for effective and efficient information diffusion in VANET-based TIS.

Each of these pillars can be seen as a different problem domain of its own that justifies

for a comprehensive investigation:

• Network Dynamics - mobility is key in the establishment of peer-to-peer

interconnection among vehicles. It dictates when, where and for how long, ad

hoc links can be formed, which in turn facilitate any potential information

exchange among neighboring vehicles. These dynamics - both for direct and

multi-hop links - along with the spatial density and penetration ratio of V2X-

capable vehicles, are responsible for the oscillation in the instantaneous network

2http://ec.europa.eu/transport/themes/its/road/action_plan/
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topology, specifically its state transition between well-connected and sparsely

connected [93, 116]. In the case of the latter, frequent abrupt changes in the

distribution and density of ad hoc links in the topology, can push the network

to fragmentation for a prolonged period of time, a phenomenon that naturally

impedes the end-to-end communication capabilities among vehicles located in

distant geographic areas. As a result, large-scale traffic information diffusion

becomes a non-trivial task.

• Urban Traffic Sensing and Acquisition - each of the road type (i.e urban,

collector, arterial, freeway) a vehicle travels on, presents a different set of op-

portunities and requirements as far as traffic information sensing is concerned.

This is due to the inherent mobility patterns that prevail on each road type

(density and distribution of vehicles, speed limits, number of lanes, presence or

absence of intersections, etc.). Consequently, accurate calculation or prediction

of vehicle traffic (location, speed, acceleration, etc.) in the underlying street

topology in a distributed manner, requires network and location-aware adap-

tive processes that should involve, as much as possible, the collaborative efforts

of VANET-enabled vehicles. Although, each individual vehicle can report its

own localized view of its surrounding neighborhood through through promiscu-

ous sniffing of the wireless channel, it is also possible to provide an approximate

view of an extended geographic region by collaborating with other vehicles it

encounters during of its travel through the city. Given the dynamics of the

VANET topology and the limited resources of the channel, each vehicle should

employ mechanisms that allow its prompt reaction to any events regarding con-

nectivity status changes. Therefore, information freshness and response time are

kept within acceptable margins, while avoiding additional network overhead.
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• Message Dissemination - spatio-temporal dynamics and characteristics of

VANET topologies, render message dissemination mechanisms for traditional

mobile ad hoc networks (MANETs) incapable for efficient traffic information

diffusion in large scale environments. An amalgamation of wireless broadcast,

geocast, multi-hop, carry-and-forward and hovering communication paradigms

are required [106] each satisfying a particular network property. In the case

of carry-and-forward paradigm, such schemes should capitalize their success on

cache-replacement algorithms that consider the specifics of the urban vehicular

environment and the traffic information disseminated within.
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Chapter 3

Problem Statement

This section presents the overall System Model, the research objective to be met and

the specifics of the problems domains which will be researched in the context of this

PhD thesis.

3.1 System Model

Figure 3.1: The VANET Connectivity Graph
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We consider a Vehicular Ad Hoc Network (VANET) in a large-scale urban en-

vironment, comprised of modern vehicles equipped with an IEEE 801.11p capable

transceiver. All vehicles share an identical nominal line-of-sight and non-line-of-sight

transmission range (RLOS and, RNLOS respectively). Each vehicle has its own mobil-

ity profile defined as an ordered-sequence of spatio-temporal points MP = 〈P1 . . . Pn〉,

where Pc = (x, y, t) and x, y are defined as geospatial coordinates (transformed to the

Euclidean space) and t is a distinct time instance. S = t(P1) and D = t(Pn) are

regarded as the start and destination location/times, respectively, while Ttravel =

t(Pn)− t(P1) being the total travel time per vehicle. Vehicles indicate their intention

to participate in the VANET by frequently broadcasting beacon messages Bmsg of the

form (Vid, Pc, υ,H,Rid), where Vid is the vehicle unique ID and (Pc, υ,H) are respec-

tively its current position, speed (m/s) and heading (◦). Ruid denotes the unique ID of

the road the vehicle is currently travelling on. Information regarding the underlying

road-network topology is provided to the vehicle through on-board preloaded digital

maps, while its current geographic location is obtained via the Global Positioning

System (GPS). Maps can also be enriched with historical statistics that exhibit the

traffic conditions of the road-network at different times of the day.

On one hand, vehicular commuters would like to be kept updated on the road

traffic conditions between S and D in order to optimize MP towards the best possible

Ttravel, given all safety and legal considerations. On the other hand, transport and

planning authorities wish to have a near real-time view of traffic flows and events

in various parts of the city so as to alleviate the possibility of any future critical

situation, or act upon one if necessary. To this end, vehicles constantly sense the

traffic density and average speeds in their surroundings by promiscuously listening

the wireless channel for other vehicles’ Bmsg. Traffic reports (I) can materialize as

singular information items I(V ID), i.e report from just vehicle with Vid, or aggregate

information items I(ROI) from many vehicles that reside within a particular region of
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interest (ROI). Without loss of generality, we model a ROI as a circle with center

C = (x, y) and radius Rr, which can possibly contain both high density and empty

road segments.

Each vehicle encompasses a local cache where it temporarily maintains traffic re-

ports sensed from the roads that have been traversed. Regardless of the fact that TIS

fall in the category of Delay Tolerant Network (DTN)-like systems, cache-revalidation

mechanisms are utilized to guarantee information freshness and minimize response

rates. Depending on the network circumstances, reports can be diffused in the road

network using an augmentation of broadcast, geocast, multi-hop, carry-and-forward

and hovering communication paradigms. Vehicles learn about the traffic conditions

between S and D by reactively issuing traffic queries towards a particular ROI or a

number of road paths. Any road path P is a defined as a unique, alternating sequence

of connected intersections and roads. Finally, traffic information about a ROI can

be proactively prefetched to other regions that have expressed or shown to have an

interest.

3.2 Objective

“To design and implement a robust and efficient Traffic Information System, based

on Vehicular Ad Hoc Network communication, adaptive to network dynamics and

constraints, that reports a close-to-accurate representation of spatio-temporal urban

traffic conditions over a wide geographic area.”
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Notation Description

Vid Vehicle UID
Pc The current geospatial coordinates of a vehicle
MP The mobility profile of a vehicle
S, D Start and destination location of a vehicle
Ttravel Total travel time per vehicle
Bmsg Beacon message
u Vehicle Speed (m/s)
H Vehicle Heading (◦)
Ruid Unique ID of a road
ROI, Rr, C Circular Region of Interest, center coordinate C and radius R
I(V ID) Traffic report from a single vehicle
I(ROI) Aggregated traffic from several vehicles in a ROI
Lij Direct link between any vehicles i and j
LDij Link Duration

Table 3.1: Notation used in the System Model and Problem Statement

3.3 Problem Domains

3.3.1 VANET Dynamics in Urban Environments

As a result of the characteristics of urban vehicular mobility, VANETs that will

eventually be established over such environments will be highly dynamic. This makes

them susceptible to various factors that have the potential to degrade the desired

Quality of Service (QoS), or at the very worst invoke prolonged network instability

and disruption.

In this respect, when discussing about a highly dynamic VANET, we are refer-

ring to an ad hoc network topology, which changes very frequently. Firstly, this is

due to vehicles (nodes) that can abruptly joir or depart the communication plane,

thus instantly making themselves available or unavailable for information exchange.

Secondly, buildings, light poles and general obstructions cause what is called as the

“urban canyon” phenomenon, that has negative side effects in the propagation and

strength of wireless signals. As consequence of the above, communication links in this

system are very volatile and transient. The probability of two neighboring vehicles I
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and J establishing a direct communication link Lij(t) among them, is a function of

MP and R. That is, I and J will be able to communicate directly (1-hop), if both

are within transmission range of each other for a continuous time duration that is

LDij ≤ Ttravel. However, the duration and strength of Lij is influenced by H and υ

of each communicating party. Adding to the above, the probability of two remote

vehicles exchanging information over multiple hops, is a function of the collective

MP of all intermediary vehicles in the particular communication path. As a result,

multi-hop communication is considered to be even more fragile and unpredictable

than direct communication.

Consequently, the following networking factors pose problems to information ex-

change over large-scale urban-based VANETs and deem for methodical observation

and understanding:

• Ad Hoc Link (1-hop) Characteristics - (i) What is the average duration

of 1-hop links? (ii) How often does a distinct vehicle-pair establish a direct

link? (iii) How long does it take to re-establish a broken direct link? and

(iv) What is the temporal and spatial distriubution of 1-hop links in the road

topology?. Answering these questions is a significant step in delineating the

opportunistic nature of ad hoc links among vehicles and understanding their

spatio-temporal formation and lifetime features. By obtaining insights on 1-

hop link characteristics, we can make approximations on when and where TIS

information can be exchanged among neighbouring vehicular peers, including

restrictions on packet size and frequency of information updates.

• Fragmentation - (i) How often does the VANET gets fragmented? (ii) What

are the factors that invoke partitioning or fusion of the network core and its

peripheral components? (iii) What is the spatial distribution of fragmented com-

ponents and how large (in terms of population and area) can they become? (iv)

Are fragmented components connected to particular geographical features? (v)
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What is the internal connectivity levels of fragmented components?. Answers

to these questions may capture the dynamic capabilities of fragmented compo-

nents and even possibly the existence of dense communities established inside

a VANET that would eventually sustain TIS information diffusion. Primar-

ily, we will be able to understand whether (and which) network fragments are

connected sufficiently to support TIS, and what factors drive such strong at-

tachments. Secondly, we can examine the extend to which network partitioning

introduces barriers in large-scale information dissemination, both in terms of

time and geography.

• Multi-Hop Communication Path Characteristics - (i) What size can

multi-hop paths attain? (ii) What is the maximum geographic distance between

two remote vehicles connected via multi-hop communication? (iii) What is the

temporal and spatial distribution of multi-hop paths? (iv) What is the average

lifetime of a multi-hop path and what are the factors that cause it to break? (v)

Is there path redundancy among any two vehicles?. Answering these questions

ultimately allows us to estimate the feasibility and maximum potential of traffic

information diffusion in the case of a multi-hop, path-sufficient, large-scale ur-

ban VANET and thus the geographic limitations that TIS dissemination mech-

anisms must work within. Moreover, they disclose the network properties that

should be monitored and considered in order to improve multi-hop reliability.

• Node Importance - (i) How does the concept of ’importance’ can be abstracted

for the VANET environment? (ii) Are there any vehicles whose position in the

VANET topology permits them to influence global information diffusion? (iii)

How many ’important’ vehicles can be identified and can their mobility profiles be

modelled? (iv) What is their spatial distribution on the road topology? (v) What

is the temporal evolution profile of node importance?. Answering these questions
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enables us to pinpoint the features of so called ’important’ nodes, which in the

end might be strong candidates for uptaking key roles during TIS data diffusion

processes. Decisions for TIS information exchange can consider the mobility

profile of such nodes and subsequently adapt their delegation mechanisms in a

manner that utilizes them as frequently as possible so as to achieve acceptable

levels of QoS.

3.3.2 Traffic Sensing and Acquisition

Core to TIS architectures are the mechanisms that embody accurate sensing of the

prevailing vehicular traffic status in the underlying road topology. These require

distributed, collaborative and adaptive procedures that take under consideration not

only the aforementioned network dynamics, but also the road type each vehicle is

driven on and its individual MP. Each vehicle is expected to make consistent and

acceptable approximations in terms of the traffic sampling method and frequency,

as well as the particulars of temporal storage. The goal is to make the set of all

localized IV ID and aggregated IROI traffic details in its disposal (sensed both by itself

and others), readily available for consumption by its road peers, without imposing

additional overhead to the already limited network resources.

• Localized Sensing Details - (i) What is the correct sampling frequency of

traffic information? (ii) Given a particular MP, where are the best locations in

the road network to sample? (iii) What are the semantics of a distributed traffic

estimation? Given that continuous traffic recording (even by a small fraction

of V2X-enabled vehicles in a city) will eventually result to immense amounts of

generated data, that neither will be wise to store nor disseminate. Answering

these questions will disclose details on how to perform efficient and effective

traffic estimation in a distributed ad hoc manner through the use of partially

but intelligently sampled data.
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• Aggregate Sensing Details - (i) How can aggregate traffic reports can be

encoded? (ii) When and where aggregation procedures need to be triggered? (iii)

How and which extend information accuracy is maintained in such aggregated

reports? Answering these questions allows us to establish the laws that will

govern traffic information aggregation schemes. In this context, we will be able

to observe where and how aggregates can be encoded without any substantial

loss in accuracy when representing the prevailing traffic situation within a con-

fined geographic region of interest. In addition, we will be able to determine

and evaluate those circumstances where triggering aggregation actions can yield

improved city-wide traffic awareness without sacrificing network utilization.

• Caching - (i) Is caching a viable solution for I(V ID) and I(ROI), in order to

overcome network fragmentation? (ii) What is the lifetime of cached informa-

tion? (iii) How is information accuracy affected when using different cache

replacement schemes? Answers to these questions will exhibit the feasibility

of caching mechanisms for highly dynamics environments such as the urban-

based VANET. Although caching is proven to work in traditional mobile ad

hoc networks, it might not result in the same advantages when dealing with

highly variable traffic information in the context of TIS. In addition, such ques-

tions allows us to examine how information accuracy behaves in the presence

of caching, both for individual and aggregated traffic reports.

3.3.3 Large-Scale Information Dissemination

Distributed traffic reports (I(V ID) and I(ROI)) by VANET peers will provide vehicles in

a metropolitan area with a view of the prevailing traffic conditions en route to their

destination. Moreover, they enable authorities to establish traffic maps describing

flows and unexpected events city-wide. For these to be possible, sensory information

needs to be disseminated (proactively or reactively) over a large-scale geographic

18

Nich
ola

s L
ou

llo
ud

es



area with dynamic network topology. At first, MANET forwarding protocols are

unsuitable for such topologies, thus VANET-specific protocols are needed. However,

their performance in the complex urban environments we are investigating is not yet

proven. Secondly, reactive dissemination can be achieved using multi-hop query-reply

methods, however these might encounter difficulties due to fragile lifetime of such

connectivity paths. To this concern, proactive information prefetching to suitable

locations can possibly constitute part of a hybrid solution.

• VANET Routing Protocols - (i) Which VANET-specific routing protocols

are adequate for TIS exchange? (ii) How these perform in large-scale urban

environments under representative mobility and system conditions? (iii) How

such protocols can be improved to maintain TIS QoS requirements? A large

body of work related to VANET routing protocols is available in the literature,

but only a small number of the proposed solutions have been tested under those

demanding mobility, network and application-oriented conditions for which they

were envisioned. Answering these questions allows us to evaluate the extend to

which such solutions are capable to support TIS exchange within the expected

QoS margins, and what improvements in their architectures might be necessary

to achieve them, thereof.

• Reactive Traffic Information Queries - (i) How can I(V ID) and I(ROI) be

reactively obtained using a query-reply model? (ii) What are the semantics

of traffic query language and architecture? (iii) What are the system model

parameters that guide an adaptive query-reply system? (iv) How does a reac-

tive query-reply model performs (accuracy and response time) over the available

communication paradigms? Although routing protocols are key in dissemina-

tion processes, they require traffic information first to be readily available prior

forwarding. Answering these questions allows first to examine how to accom-

plish reactive TIS dissemination mechanisms in large-scale urban environments.
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Such mechanisms rely on query-reply paradigms, where a source vehicle poses

geo-tagged traffic queries, and other vehicles provide a specific reply, either

solely or collaboratively. In addition, through careful evaluation we are pre-

sented with quantitative and qualitative insights on the performance of such

mechanisms.

• Proactive Traffic Information Prefetching - (i) Can a query-reply model

be enhanced with proactive traffic information prefetching? (ii) What are the

system model parameters that guide prefetching? (iii) When and where infor-

mation should be prefetched? (iv) How does prefetching performs (accuracy and

response time) over the available communication paradigms? Given the nature

of VANET communication and existence of fragmented components, reactive

query-reply models based on multi-hop communication may result in sub-par

performance. In the context of TIS, prefetching allows specific traffic informa-

tion to be readily available on location or in the proximity of certain vehicles

that might be require it in the near future. Thus it removes the necessity of

frequently posing multi-hop queries towards a particular ROI. Answering these

questions we can examine the conditions that drive prefetching, which factors

drive and invoke such actions and evaluate their added-value in hybrid dissem-

ination model performance.
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Chapter 4

Approach and Methodology

This section presents the approach and methodologies that will be taken in order to

provide solutions to the problem presented earlier in Section 3.

4.1 VANET Evolutionary Dynamics through

Complex Network Science

We decide to study the spatio-temporal evolution of VANET communication in urban

environments from the aspect of Complex Network Science in order to observe and

derive crucial insights in their extremely dynamic nature. The motivation behind

this decision stems from the fact that the study of the structural properties of large,

real-world, dynamic systems (i.e. the Internet topology, collaboration, biological and

on-line social networks) has lead to crucial observations having significant influence

in information and social sciences. For instance, the discovery of power-laws in the

Internet topology by M.Faloutsos et al.[49], enabled the design and implementation

of efficient information routing protocols that capture the Internet topology charac-

teristics.
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Methodology - To achieve the above, we need both simulative and extensive an-

alytical processes. Particularly, we model the VANET as an undirected graph, where

vehicles correspond to the set of vertices and communication links correspond to the

set of edges. Having in mind the System Model presented in Section 3 while data

mining a large-scale highly realistic mobility trace, allows us to study a hypothetical

instantaneous ad hoc network that could potentially emerge given vehicles’ travel tra-

jectories and proximity interactions thereof. Hundreds of such time-sequenced undi-

rected graph snapshots are analyzed using a large body of complex network science

algorithms to capture interesting insights on the evolutionary dynamics of VANETs.

The aim of this is to provide a “higher order” knowledge of the time-evolving topolog-

ical characteristics of the VANET communication graph, as compared to the “first-

order” knowledge provided by the studies in the existing literature, and also to extend

to examine the VANET dynamics from a more specific spatial viewpoint in order to

identify where/why in the underlying road network, particular network phenomena

occur. Furthermore, we make reference and correlate our findings with the main

communication paradigms employed in VANETs, and discuss whether the emerging

network phenomena can indeed support (and to what extend) these paradigms.

4.2 Urban Traffic Sensing and Acquisition

We approach solutions to the particular problem domain through the modelling of

different urban traffic sensing and acquisition procedures as distinct components of an

optimization problem that targets to maximize the overall throughput of a VANET-

based TIS. Moreover, it is important that the optimization problem at-hand should

examine how acceptable levels of information accuracy can be maintained, while re-

ducing unnecessary network overhead. To this extend, we consider this as a two-side

approach, with one side involving the identification of those parameters that drive
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efficient traffic sensing, both for localized and aggregated views. The second part

evolves around the behavior and applicability of caching mechanisms for minimiz-

ing network overhead and TIS response times. Proposed schemes that address the

above maximization problem will eventually be encapsulated in well-defined proto-

cols that in turn can be quantitatively and qualitatively evaluated through extensive

simulations.

Methodology - The task of accurately sensing vehicular traffic is dependant

on the underlying VANET connectivity conditions, as well as the road type each

vehicle is driven on in accordance to individual mobility profile. By considering

the findings of the VANET evolutionary dynamics both in time and space, we will

design schemes for efficient and effective traffic sampling. In terms of caching, we

examine its applicability for dynamic information that flows over VANETs and its

comparative performance against non-cache schemes. Particularly, our work examines

the implications of caching on the efficiency of VANETs and on the quality/accuracy

of TIS. Our study is performed in the context of VITP [43], a proactive, location-

oriented protocol designed for the retrieval of dynamic vehicular information over V2X

communication. Again, under realistic mobility scenarios, we investigate the capacity

of caching schemes and whether they can improve further the efficiency of VITP by

reducing the time to serve information requests, minimizing overall network resource

consumption, and improving information accessibility in the presence of mobility

constraints that result to short-lived links, network disconnections, etc. We conduct

an extensive exploration of the trade-off between the efficiency and the quality of

VANET-based TIS services, in the presence of caching.
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4.3 Large-Scale Traffic Information Diffusion us-

ing Reactive and Proactive Mechanisms

We decide to examine how traffic information can be diffused in a large-scale urban

environment, either reactively or proactively. However, this decision requires the pres-

ence of adequate and capable underlying routing protocols. We initiate our quest by

evaluating the performance of recently proposed (and highly cited) VANET-dedicated

routing protocols in large-scale urban environments, under realistic mobility and traf-

fic application constraints. The motivation behind this decision is the fact that such

protocols are constantly evaluated under naively simple conditions (i.e. mobility, road

topology) and in the absence of applications that would impose system and network

loads similar to the ones of a real deployment. Such conditions could report highly

biased performance results in a manner that over/under-estimate their capabilities

during traffic information dissemination. To this end, we implement a large-scale

simulation testbed for realistic VANET protocol evaluation. In this context, we also

provide reference implementations (from scratch) for a number of VANET routing

protocols, each one supporting a particular communication paradigm. Our final aim

is to provide the complete test-bed available to the research community through a

well-established open-source network simulation framework.

Methodology - As a first step we target how to address reactive traffic infor-

mation dissemination. Particularly, proposing a novel vehicular traffic information

query protocol for urban environments based on V2V communication. In contrast to

other approaches in the literature that aim to obtain traffic information on singular

roads, the proposed protocol seeks to enable the querying and acquisition of traffic

information along a composite road-path, starting from a vehicle’s current position

towards its final destination. Specifically, the protocol should be able to query not

only the initially selected road-path, but also a number of alternate paths that lead
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to the vehicle’s destination. Eventually this will allow the driver or the in-vehicle

navigation system to establish a more broad and complete view of the traffic condi-

tions that will be encountered further ahead. Furthermore, we will examine how the

protocol can adaptively change its core functions (query rate, available bandwidth,

etc) based on the ever changing network and mobility constraints. In the second part,

we examine whether proactive traffic dissemination, namely information prefetching,

can indeed provide added-value to a multi-hop query-reply scheme such as the above.

Specifically, we examine the system model parameters that guide/invoke prefetching

actions and thus propose an adaptive mechanism that realizes the aforementioned.
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Chapter 5

Thesis Roadmap

This sections provides an overview of the conceptual roadmap that was followed in

order to meet the goals and objective of this PhD thesis.

1. Related Work: This entailed the trawling of the VANET bibliography to

identify and collect research works related in any manner to the three problem

domains presented in the PhD thesis. Following standard practices, collected

articles were categorized, tagged and read in order to gain the necessary knowl-

edge for future reference and consideration. Mendeley [13] was used for cata-

loguing all related work. This was an ongoing and repetitive effort throughout

the duration of this PhD.

2. Mobility DataSet: This milestone involves the collection or generation of real

and realistic vehicular mobility traces, respectively, that were utilized in the

numerous simulative exercises throughout the duration of this PhD. A number

of small, publicly available real traces (from taxis, buses and private vehicles)

are examined to verify their temporal granularity and correctness, with different

spatial extrapolation techniques employed to complete them. On the other

hand, traffic modelling [99], microscopic traffic simulators [21] and conversion
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tools [25] are utilized to generate synthetic mobility traces guided by the laws

of well-established mobility models on real road topologies.

3. Simulation Testbed: A VANET-dedicated simulation test-bed has been de-

veloped over the well-known ns-3 [23] framework. In the context of this mile-

stone, a number of VANET routing protocols were implemented from scratch

so as to facilitate the evaluation of proposed information sensing, diffusion and

storage schemes in the future. The necessary tooling was created in order to

allow the use of real world maps [14] during simulation scenarios. The aim

was to stress-test all components in a scenario (routing protocols, applications,

network) so as to resemble as closely as possible the real and demanding condi-

tions for which they are envisioned. Optimizations to the test-bed code based

were made in order to facilitate large-scale (spatial and number of nodes) and

lengthy experimentation scenarios.

4. Reference Applications: Albeit brief, this milestone is very significant, since

it contains the proposal and finalization of reference applications that will drive

the novel TIS concepts and techniques proposed in this PhD thesis. Particularly,

two vehicular traffic applications and their architectures were defined. The first

is a reactive traffic information protocol for urban environments based on V2V

communication, that meets the performance requirements of TIS systems [114].

This applications should be able to acquire the prevailing traffic conditions in a

composite road path between two geographic coordinates - usually start/desti-

nation - using multi-hop query reply schemes. The second reference application

dealt with providing traffic maps of large metropolitan regions to transport

authorities. Such a system should employ a hybrid scheme with reactive and

proactive traffic acquisition methods. For the latter method prefetching infor-

mation techniques were employed.
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5. VANET Evolutionary Dynamics: Here, the spatio-temporal evolution of

large-scale urban VANETs are analyzed, following complex network science

techniques. This step includes the implementation of the necessary program-

matic tools to transform the aforementioned mobility datasets into undirected

graphs that model the instantaneous wireless connectivity of vehicles. For graph

generation, the tools should consider important system model parameters such

as communication technologies and vehicle penetration ratio. Most importantly

the tool must be able to run an array of social network analysis (clustering, cen-

trality, community detection, distribution fitting, etc) algorithms and statistics

on the generated graphs and provide explanatory figures. Off-the-shelf software

libraries were used whenever available. The results are examined in depth and

interpreted accordingly in order to derive meaning full answers to the research

questions posted earlier in Section 3.

6. Traffic Sensing Algorithms: In the context of this task, we propose and

evaluate novel mechanisms that embody accurate sensing of the prevailing traf-

fic status in the underlying road topology. Particularly, we investigate differ-

ent sensing parameters such as sampling frequency and optimal sampling geo-

locations and discuss the semantics of distributed traffic estimation. Given that

for the purposes of traffic sensing we wish to examine information aggregation

concepts, we propose encoding schemes influenced from MANET paradigms and

subsequently evaluate their effect on information accuracy.

7. Traffic Information Caching: Here we evaluate the feasibility of caching

mechanisms for highly mobile environments such as the urban-based VANET.

Considering dynamic information encapsulating the prevailing traffic status,

different cache-replacement schemes will be tested in order to disclose important

functional requirements of carry-and-forward protocols.
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Chapter 6

Related Work

This section provides an overview of various research works which were recorded in

the literature during the past years and are related to the research direction uptaken

to meet the goal of this PhD thesis.

6.1 Vehicular Sensor Network Infrastructures

Various research works were proposed in the literature during the past years and are

related to the design and establishment of Vehicular Sensor Network (VSN) infras-

tructures.

CarTel [62] initially advocated the concept of a distributed mobile sensor com-

puting system, wherein vehicles collect, process and disseminate large amounts of

heterogeneous sensory information (automotive diagnostics, pollution, geo-tagged im-

ages and video, etc) while being driven in an urban environment. Specifically, vehicles

utilize their on-board sensing hardware to retrieve and analyze data locally, before

sending them via a communication infrastructure to a central storage repository for

further analysis and visualization. To this end, the CarTel system is composed of

three core components: (i) a Web-portal, (ii) an intermittently connected database

called ICEDB and (iii) CafNet: a delay-tolerant network stack. The Web-portal
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serves as the interface of the system with the users and also as the central repository

where various applications are hosted. Through the ICEDB continuous query inter-

face, applications issue SQL-like queries to vehicles, specifying what sensor data and

at what rate are required. Depending on the application type and consequently the

amount of sensory information that eventually will be generated and disseminated by

vehicles (i.e. sensor nodes), users can additionally define filtering, aggregation and

prioritization policies, in order to facilitate the prompt delivery of data back to the

portal. In the CarTel model, the Web-portal also uptakes the role of a traditional

“sink”. New or updated versions of continuous queries are pushed to a vehicle, as

soon as it connects to the portal via opportunistic wireless connectivity (i.e. open

Wi-Fi access points). Due to the inherent intermittent connectivity of a wireless net-

work, the CarTel system widely employs on the vehicles the CafNet network stack.

CafNet, is a general-purpose message oriented network stack that departs from the

traditional data sending paradigm, where an application injects messages in the net-

work as soon as it has something to send or utilizes a FIFO buffering schemes in the

absence of network connectivity. On the contrary, CafNet’s goal is to instantly notify

applications when connectivity over one or more communication mediums (Wi-Fi,

Bluetooth, etc) becomes available or changes status. This allows the applications to

decide what data should be transmitted and with what priority. At the same time, if

there are any pending results in the vehicle from previous continuous queries, these

are streamed to a relational database at the portal.

Given however the large amount of data that modern, high-fidelity, in-vehicle

sensors can generate and also the lack of sufficient a priori knowledge for imposing

effective filtering mechanisms, the conventional approach of transmitting the data

to a “sink” for further analysis, is not practical in VSNs. In contrast to CarTel,

the MobEyes [75, 77] system exploits IVC-enabled mobile collector agents instead of

relying on the wired Internet infrastructure, thus improving the overall robustness
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and scalability. Specifically, in MobEyes, sensed data are cached locally at the ve-

hicle. Various sensing equipment can be fitted on the vehicle, therefore a Mobile

Sensor Interface (MSI) enables uniform data access and retrieval. The processing

capabilities of the node itself are utilized for extracting various features of interest.

Using the MobEyes Data Processor (MDP), each participating vehicle periodically

generates short summaries of the extracted features and by exploiting its mobility, it

disseminates them to other vehicles in an opportunistic fashion.

Packets containing one or more generated summaries have a fixed header format

that includes the packet type, the generator ID, a local unique sequence number,

timestamp and the generators current geo-coordinates. Since summaries are time

and location sensitive, each summary is additionally attributed with a timestamp

and location metadata. The MobEyes Diffusion/Harvesting Processor (MDHP) is

responsible for the dissemination of the summary packets to other vehicles. MDHP

supports two diffusion strategies: (i) single-hop passive diffusion, where each packet

is allowed to reach only the one-hop neighbors, (ii) k-hop passive diffusion, where

each packet is allowed to travel up to k-hops from the source node. Based on the

received summaries and accompanied metadata, harvesting agents can identify data

of interest and consequently contact the source vehicle to extract the whole sensory

dataset. In conjunction with passive diffusion, harvesting agents can proactively query

neighbouring vehicles so as to collect missing summaries for a particular geographical

area. Thus, MobEyes exploits the concept of Bloom filters [33], a space-efficient

probabilistic data structure for membership checking. The harvesting agent uses a

Bloom filter to represent already acquired summaries, utilizing the generator ID and

unique sequence number in the summary found in the packet header, and attaches it to

a transmitted “harvest” request message. Neighbors check their local cache and in the

case that one or more missing packets are found, these are returned to the harvester

piggybacked to an acknowledgment message. In turn, the ability to exchange Bloom

31

Nich
ola

s L
ou

llo
ud

es



filters among multiple harvesting agents creates a distributed, partially replicated

sensory information index.

In [68], the authors propose a hybrid (vehicular and static node) VSN framework

to monitor road traffic conditions and provide desired and reliable information for

users, particularly for vehicle drivers that want to plan their travelling trips. On one

hand, due to their mobility in a urban environment, vehicles can acquire more fresh

information, that is spreading on the map out of the reach of static sensors. On the

other hand, static sensors can gather and store information from passing-by vehicles.

Road-side sensors are placed at the beginning and end of road-segments, which in

turn are naturally delimited by signalized intersections. These sensors are equipped

with a local database that stores self-observed traffic information on the given road-

segment. In addition, they are capable of processing and storing information sensed

by passing-by vehicles. Upon entering a road, vehicles query the road-side sensor on

the prevailing traffic conditions of the segment and their destination. The sensors

reply back with the required traffic information, while the vehicle uploads recorded

traffic information about other segments traversed earlier in its trip. Several vehi-

cles can form an ad hoc group if they are in each other’s communication range and

moving in the same direction. Vehicles entering the group exchange their local and

group information with their 1-hop neighbors. Maintenance messages are periodi-

cally broadcasted to maintain the group structure. As time progresses, newly sensed

information are shared internally among vehicles and eventually all group members

posses the same data. However, installing and maintaining a huge number of fixed

road-side sensing equipment, imposes an excessive overhead both in terms of money

and human effort. In [42, 43], the authors propose the Vehicular Information Transfer

Protocol (VITP), a proactive, location-oriented protocol designed for the retrieval of

dynamic vehicle-sensed information over VANETs. VITP enables the formation of an

on-demand, location-aware, virtual ad hoc server (VAHS) for the resolution of queries
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that would otherwise be served only through road-side units. For instance, in contrast

to the approach taken in [68], where the prevailing traffic conditions are obtained by

querying the nearest road-side unit, VITP empowers a group of neighbouring ve-

hicles (VITP peers) to form a VAHS and contribute to a road-traffic information

query. Specifically, VITP allows vehicles participating in a VAHS, to summarize lo-

cation sensitive information (i.e. average speed in a road-segment) and transmit them

back to the query originator. VITP specifies the syntax and semantics of messages

(queries/replies) exchanged between the peers in the infrastructure. A VITP trans-

action consists of four phases: (i) Dispatch-query phase: a request Q is transported

through the underlying VANET toward its target area L. Q goes through a num-

ber of intermediary VANET nodes, which push the message toward its destination

using geographic routing. (ii) Virtual Ad Hoc Server (VAHS)-computation phase:

the VITP request is routed between the VITP peers of the VAHS. VAHS consists of

the VITP peers that contribute to computation of the reply to a VITP query. (iii)

Dispatch-reply phase: the VITP reply is geographically routed toward source region.

(iv) Reply-delivery phase: broadcasts the VITP reply to the VANET nodes of source

region, so that the reply can be received by the VITP peer that originated the trans-

action. Proactive protocols in the likes of VITP can avoid network saturation caused

by flooding and diffusion strategies since information is queried on demand rather

than being pushed periodically during discrete time intervals.

6.2 Dedicated Routing Protocols for V2X Envi-

ronments

It is widely acknowledged, that one of the key factors to the successful establishment

of VSNs and the effective and efficient function of various applications/services, is

the design and development of routing protocols. However, due to the inherent char-
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acteristics of the vehicular environment, traditional routing protocols for MANETs

cannot be applied to VANETs. During the past years a number of new routing pro-

tocols have been explicitly proposed for VANETs that take under consideration these

unique characteristics and aim to route information among vehicular and road-side

nodes.

VADD (Vehicle Assisted Data Delivery) [126] is a unicast, delay-tolerant protocol

that uses beacon-driven geographic routing to forward packets from source to des-

tination. It adopts the idea of carry-and-forward based on the use of predictable

vehicle mobility, in order to achieve low data delivery delay in sparse networks. Hav-

ing knowledge of the underlying road infrastructure through a static map, packets

are forwarded along streets and routing decisions take place at intersections where

vehicles select the next forwarding path (series of consecutive streets) to destination

with the smallest packet delivery delay. Through a stochastic model that takes into

consideration vehicle density on a road, road length and average vehicle velocity, the

expected packet delivery delay can be estimated.

GPCR (Greedy Perimeter Coordinator Routing) [82] is an overlay, non-delay tol-

erant protocol that also uses beacon-driven geographic routing to forward packets

from a source to destination. Similar to VADD, packet forwarding is performed along

streets in a greedy manner and routing decisions are taken at intersections. GPCR

takes advantage of the fact that streets and intersections form a natural planar graph

and uses it as a repair strategy when a packet reaches a local optimum. Key to the

routing process is the detection of nodes (coordinators) located on an intersection,

since GPCR does not rely on an underlying street map. To do so, GPCR employs

two approaches: i) neighbor tables, where a node x is on an intersection, if it has

two neighbors y and z that are within range of each other but do not list each other

as neighbors, ii) a correlation coefficient that relates a node with its neighbors with

respect to their position.
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A delay-bounded routing protocol for VANETs was proposed in [109], which aims

at satisfying user-defined delay requirements, while at the same time minimizing the

overhead imposed to the already limited network capacity. Specifically, the authors

propose two new algorithms, D-MinCost & D-Greedy, that enable the delivery of in-

formation between vehicles and Road Side Units (RSUs), using the carry-and-forward

paradigm. The two algorithms utilize real-time information and past statistics about

the underlying vehicular traffic in order to fine-tune the process of switching between

multi-hop forwarding and data muling. Given the vehicle and RSU geographic posi-

tions, D-Greedy calculates the shortest path between them and allocates a constrained

delay-time to each street, composing that path according to path-length and vehi-

cle density. If messages can be delivered within the user-defined delay constraints,

then data muling is chosen so that messages are forwarded at the vehicle’s speed.

Else, multi-hop forwarding strategies are applied to quickly forward the messages.

D-MinCost, considers the global urban traffic information and tries to achieve the

minimum channel utilization. According to traffic statistics, the cost and delay of

each street can be pre-computed.

LOUVRE (Landmark Overlays for Urban Vehicular Routing Environments) [73]

is a geography dependant proactive routing protocol. Its design aims to overcome

the traditional problems found in geographic protocols such as the concept of perime-

ter routing, and provide an obstacle-free geographic routing of messages in a VSN

by building an overlay network on top of the physical road topology. Particularly,

LOUVRE aims at placing overlay landmarks over road intersections where vehicles

exist. Consequently, the vehicular traffic density of the roads between any two overlay

landmarks is calculated in a distributed manner; each vehicle in these roads makes

an approximation of the density of the road by keeping a record of the number of

unique neighbors it has encountered on that road. Additionally, the density of other

roads is obtained via the broadcast messages of their neighbors. If the approximated
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density is above a particular threshold (function of the road length and the hardware

communication range), an overlay link is established between the two adjacent overlay

landmarks. After an initial boot-strap period, an overlay network between landmarks

is built. A routing table maintains the best paths from and to any landmark in the

topology. Although contrary to the dynamic nature of VSNs, the authors of [73]

support the usage of a routing table at the overlay level, by stating that during times

of high-traffic volume, the road density stabilizes and thus all vehicles have a very

similar view of the road topology. Consequently, the overlay network topology should

remain stable and the routing table will not need very frequent updates.

6.3 Connectivity Analysis using Complex Net-

work Science

There is a rich body of work currently on the literature that deals with scientific

frameworks for studying the temporal evolution of a number of real-world systems [79].

These graphs span a broad range of domains (autonomous systems, e-mail networks,

citations, etc.) and their study leads to significant implications since most of real-

world dynamic networks (online social networks, Internet, etc.) have been proved

to follow some topological statistical features (i.e. scale-free networks, small-world

properties, power-law degree distribution).

In this PhD thesis, we focus on exploring the time-and-space evolving VANET

graphs where the mobility of nodes affects network connectivity over space and time

in a unique way. As mentioned in Section 1, IVC is a promising field of research,

where advances in wireless and mobile ad hoc networks can be applied to real-life

problems (traffic jams [19, 94], road accidents [16, 17] etc.) and lead to a great

market potential [2, 11]. Nevertheless, connectivity dynamics determine the perfor-
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mance of networking protocols when these are employed in vehicle-based, large-scale

communication systems.

The value of the connectivity analysis of ad hoc networks is so fundamental that a

competition-experiment was initiated — the MANIAC experiment [111] — to study

network connectivity, diameter, node degree distribution, clustering, frequency of

topology changes, route length distribution, route asymmetry, frequency of route

changes, and packet delivery ratio. The obtained results show a high degree of topol-

ogy and route changes, even when mobility is low, and a prevalence of asymmetric

routes, both of which contradict assumptions commonly made in MANET simulation

studies. Previously, authors in [103] used simulations to study the probability den-

sities of link lifetime and route lifetime for some mobility models. According to this

study, the path duration seems to be a good metric in order to predict the general

trends in the performance of vehicular routing protocols. Another sound observation

is that they showed the relationship between the path duration and other critical

parameters such as the transmission range and the average relative speed of the mo-

bile nodes, and the average number of hops in the path. Also, well-known concepts

from social network analysis have been used as primitives to design advanced pro-

tocols for routing and caching in DTNs and ad hoc sensor networks. In [41], the

betweenness centrality index and its combination with a similarity metric (SimBet)

have been used to select forwarding nodes to support information routing in DTNs.

Results showed that data dissemination is improved if the messages are delivered

through nodes which have high SimBet utility values. The betweenness centrality

has also been used in [44] to design a cooperative caching protocol for wireless mul-

timedia sensor networks. This protocol selects the mediator nodes that coordinate

the caching decisions based on their “significant” position in the network. Likewise,

the MaxProp protocol [34] transfers messages based on the mobility of intermediate

nodes. In a related study [55], the authors combine short-range communication and
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cellular communication to facilitate query processing in VANETs. Yoneki studied

the impact of connective information (clustering, network transitivity, and strong

community structure) on epidemic routing [125].

In the context of MANETs, although research works have been published that

deal with the aspects of network connectivity [104, 120], only a few consider network

graph analysis. Specifically, in [35], the authors study the temporal evolution of the

diameter of opportunistic mobile networks, which follow the random graph model.

Results have shown that the diameter increases slowly with the network size. Harri

et al. in [57] introduced the concept of kinetic graphs to capture the dynamics of

mobile graph structures so as to efficiently support network-wide operations, e.g.,

broadcasting. A kinetic graph comprises a generalization of the static network graph

able to model the trajectories of the mobile nodes and supports the notion of the

“probabilistic existence” of graph edges.

In the context of vehicular networking, [39] presents a preliminary characterization

of the connectivity of a VANET operating in an urban environment. The authors

transform the vehicular network into a transitive closure graph. Then, the temporal

evolution of the average node degree is examined. Nonetheless, this work does not

perform a deep analysis of the networking shape of vehicular mobility and is limited

simply to the average node degree for a small time interval. In [108], the authors

set up a real-world experiment consisting of 10 vehicles making loops in a 5-mile

segment of a freeway. They focus on the connectivity issues without investigating

the topological properties of the VANET graph. Fiore et. al [52] study the node

degree distribution, link duration, clustering1 coefficient and number of clusters for

VANET graphs under various vehicular mobility models. The objective of [52] focuses

on studying the topological properties of different mobility models and explaining

why different models lead to dissimilar network protocol performance. The authors

1The terms “cluster” and “component” are used interchangeably in this manuscript.

38

Nich
ola

s L
ou

llo
ud

es



of [66] provide an analysis of the connectivity of vehicular networks by leveraging on

well-known results of percolation theory. Using a simulation model, they study the

influence of vehicle density, the proportion of equipped vehicles, transmission range,

traffic lights and roadside units. Similarly, [90] studies the distributions of node degree

and link duration in VANETs using a realistic urban traffic simulator. In a recent

study [59], authors study the vehicular network in order to develop a stochastic traffic

model for VANETs. This model captures spatial and temporal characteristics of a

vehicular network, vehicle movement, link condition, and node connectivity.

Viriyasitavat et. al [116], present a comprehensive analytical framework, along

with a simulation framework, for network connectivity of urban VANETs, using some

key system parameters such as link duration, connection duration, and re-healing

time. As a platform for their study, the authors use data from a cellular automata-

based traffic mobility model based on a Manhattan-grid like road topology. The an-

alytical framework leads to closed-form expressions which capture the impact of four

critical parameters (network density, transmission range, traffic light mechanisms,

and size of a road block) on network connectivity. Monteiro et. al [92] also make use

of the above CA traffic model in order to analyze simple network features such as

node degree distribution, average shortest path length and clustering co-efficient. By

extending a known VANET-dedicated protocol, the authors provide preliminary re-

sults that indicate the benefits (network overhead reduction) when using topological

information during information broadcast.

Despite the thorough evaluation, the above research works base their observations

in the study and analysis of a small-scale VANET deployed on a rectangular-grid road

topology. Given that the majority of real-world urban environments do not pertain to

the simplistic layout and characteristics of such road topologies, the findings concern-

ing network connectivity properties could be biased [86]. To the best of our knowledge,

our preliminary work in [97] was the first effort to study the structural evolution of a
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large-scale VANET topology embedded in real-world road network. Using the most

realistic mobility traces publicly available at the time, we analyzed the VANET com-

munication graph among thousands of vehicles driven in Zurich, Switzerland. Despite

the valuable findings of that study, the employed synthetic traces were characterized

by highly variable vehicle density and a rather non-uniform traffic distribution, which

hindered the precise capture of the topological features. The same Zurich traces are

more recently employed in [45] in a quest to find social properties in VANETs. The

authors examine macroscopic (distance, diameter, density and edge persistence) and

microscopic (degree, cluster coefficient and closeness centrality) metrics to prove or

disprove the existence of social behavior that emerge with opportunistic vehicle in-

teractions. Similarly to our findings in [97], they characterize VANETs as scale free,

since they identify (during peak-traffic hours) the presence of a degree distribution

that follows a Power Law.

However, the authors of [93] advocate that the Zurich mobility dataset character-

istics (limited geographic coverage and time-span of Zurich traffic as well as inclusion

of major arterial roads only) contribute to a vehicular network which is biased towards

high IVC connectivity. To this end, [93] provides a more complete analysis of the

instantaneous VANET communication graph in Cologne, Germany. The authors em-

ployed the TAPAS-Cologne [24] realistic mobility dataset that describes the mobility

of several thousand vehicles moving in the urban and sub-urban regions of Cologne,

Germany. The results unveiled that the VANET is composed of a large number of dis-

connected components that hinder delay-sensitive, multi-hop communication among

vehicular peers. Furthermore, it revealed that large components are unreliable in

terms of their internal dynamics (frequent re-wiring of multi-hop paths), ascribed to

their significant spatio-temporal variability. The VANET also lacks navigability since

it does not exhibit the properties of scale-free networks, where high-degree nodes are

always present and serve as connectivity mediators among other low-degree nodes.
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Although [93] provided new and interesting findings regarding the VANET topol-

ogy, these were summarized over a 24-hour time-frame analysis, which included both

peak and off-peak traffic periods. However, all the fascinating phenomena appear

during the morning and afternoon peak-hours, at which time, the prevailing traffic

conditions shape the vehicular network in a way that some kind of inter-vehicular

communication can effectively take place. In this work, we focus on the VANET

communication graph realized during the morning peak-period and we commit to a

fine-grained analysis of the respective topology features and dynamics by employing

additional measurements from complex network science. Furthermore, the VANET

can be “seen” from the viewpoint of real-world networks that are embedded in low-

dimension geometric structures (e.g Power Grid on surface of the earth). Conse-

quently, besides its obvious temporal evolution, it also exhibits a spatial dimension

and should thus be studied accordingly. As a consequence, in contrast to the above

research works, we aim to identify where in the underlying road network particular

network phenomena occur and which are the factors that drive them.

An interesting discussion can be made in regards to the specifics of the time-

dimension. All the above works, including ours, model and observe the VANET as

contact sequences, that is segment the graph into adjacent time windows where con-

tacts are aggregated into edges, and then study the time evolution of the network

structure in these windows. However, such studies can be biased towards the connec-

tivity of the network, since the aforementioned approaches do not cover all aspects

of the temporal structure of contact patterns. For instance, the edges between nodes

of networks might not be transitive in the course of time. This might cause different

characteristics of the network such as redundant paths, diameter, network connectiv-

ity to be lost and not captured. Therefore, time ordering of the network and when

the edges are active is important. Another approach is to consider dynamic and time
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evolving networks such as the VANET as a temporal complex system and study them

using an interval graph representation [60].

In turn, interval graphs enable us to study different time-respecting measures.

Time-respecting paths indicate the pathways information diffusion processes might

consider inside an evolving network. In temporal networks, pathways must be defined

as sequences of edge activations with non-decreasing times that connect a number of

nodes [67]. In contrast to paths in contact sequences, two nodes might not ever be-

come connected, due to the lack of one or more sequential edge activations. Temporal

paths are not transitive, whereas paths from contact sequences might ’look’ as tran-

sitive, depending on the observation window granularity. The reachability ratio [61],

is another interesting measure that quantifies the average fraction of nodes inside the

set of influence of all other nodes in the network. An influence set of node i, defines

the set of nodes that can be reached by any time-respecting path from node i. The

reachability ratio gives insights on information diffusion processes in the network,

particularly who is able to received an information item Ti at a particular time in-

stance or later. The reachability ratio, can be utilized in tandem with the measure of

information latency [72, 89] for characterizing the ’velocity’ of the temporal network,

and hence evaluate how quickly nodes can on average transmit and information item

to each other.

6.4 Traffic Information Systems

Traffic Information Systems were among the first applications proposed that capitalize

the potential of V2X communication. In SOTIS [119] and TrafficView [94] vehicles

periodically broadcast their position and speed information in order to enable other

vehicles to estimate the existence of traffic congestion. While TrafficView focuses

on monitoring the congestion of the road directly ahead, SOTIS extends the idea
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to both sides of the road. StreetSmart [46] pertains to the above concept but uses

clustering and epidemic communication to disseminate traffic information. Simulative

and field evaluations have shown that these proactive traffic information dissemination

techniques work on small and sparse VANETs. However, this is unlikely to be the case

in geographically larger and more dense VANETs, since the amount of traffic data

that vehicles will collect and consequently broadcast will increase quadratically [83].

VITP [42] specifies the syntax and semantics of messages exchanged between the

software components (called VITP peers) of this infrastructure. In dense networks,

proactive protocols like VITP can avoid saturation caused by flooding and diffusion

since information is queried on demand rather than being pushed periodically during

discrete time intervals.

Gao et al [53] propose an adaptive query evaluation plan based on the structure

of the underlying road topology. Specifically, traffic queries can be issued by a source

vehicle towards individual target roads. The evaluation plan is a sub-tree of the road

topology with its root being the location of the source vehicle and leaf-nodes the

query target road. Based on query construction rules known a priori by all vehicles,

each vehicle residing on streets between the root and leaf-nodes, can autonomously

decide whether it will participate in the query evaluation process and under which

role. In addition, control messages are introduced to provide updates to vehicles on

changes in the location of the query source.

However, the method proposed in [53] caters only for querying the traffic flow

of one single target road. Consequently, if we are to apply this method in order

to query the prevailing traffic conditions on a number of roads in a composite path

towards the destination, the respective number of packets/queries need to be gener-

ated and transmitted. In turn, this imposes a significant overhead in the VANET,

which subsequently leads to information loss due to packet collisions in the wireless

channel [105]. In addition, the frequent transmission of control packets provides an
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additional overhead to the already limited network capacity. Given that in a real

urban environment a number of road-paths need to be monitored, it is evident that

such an approach does not scale.

Connectivity requirements for V2V-based TIS are determined using an analytical

framework proposed in [98]. This particular framework enables network designers to

determine the minimum penetration ratio of vehicles equipped with IEEE 802.11p

hardware necessary to form a connected VANET. Furthermore, it allows to identify

the critical transmission range required for this connected network in order to fa-

cilitate traffic information distribution in an extended region or over multiple hops.

However, the system model employed in this work assumes that vehicles are randomly

and uniformly distributed along a road segment, an unrealistic assumption in large-

scale environments. In addition, vehicles are assumed to maintain a constant speed

while they are driven on a road segment, a factor which causes network connectivity

to be biased towards reliability.

To overcome the VANET challenges while disseminating traffic information, Adap-

tive Traffic Beaconing (ATB) [110] proposes a beacon-based message protocol for mes-

sage exchange that maintains a congestion-free wireless channel. As its name suggests

ATB intelligently adapts the beacon interval period by complimentary monitoring the

channel quality and the utility of each broadcasted message. Overall channel quality

is assessed by means of three metrics: number of collisions in the channel, signal-to-

noise ratio, neighbourhood size. Flexible weights are given to each metric to adjust

the protocols reactivity. Message utility is also a compound metric derived by the

geographical distance of a vehicle to a traffic incident and also the message age.

However, estimating the prevailing road traffic conditions however is not a triv-

ial task. MobSampling [54] proposes a distributed V2V-based method for vehicular

density estimation in an target geographic region. The estimation procedure involves

two endpoints: (i) a source vehicle, which queries the traffic density in a remote tar-
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get area and (ii) a destination vehicle in the target area (a geographic coordinate

plus a buffer region), which estimates the density. The source vehicle generates a

“sampling kit” in the form of a broadcasted data message. The kit is geographically

routed towards the target area and the first vehicle residing in the target area (called

the Sampler) that receives the kit, is responsible to provide a traffic density estimate

for a time period. The Sampler, starts polling its neighbors for the period of time

specified in the kit header so as to obtain a local estimation of vehicle density in its

lane. Once the estimation is completed, it can be returned back to the source node

via geocasting, or distributed to vehicles in the VANET.

VCAST [71] maintains the use of broadcast messages for traffic information. How-

ever, in contrast to MobSampling, it targets multi-hop traffic estimation. Never-

theless, forwarding traffic information over many hops is not scalable since it can

impose additional communication overhead. As the vehicle density and area under

study increase, then the allowable broadcast rate will decrease to avoid saturation

of network resources. To overcome this problem, VCAST exploits the notion of a

distance-sensitivity in its traffic propagation information scheme: information about

each vehicle is propagated at a rate that decreases linearly with the distance from

the vehicle. In addition to actual vehicle location, VCAST can propagate aggregate

traffic information (i.e average vehicle speed, density of individual traffic regions etc).

The efficient use of available bandwidth and resource saturation, is also the prior-

ity of FairAD [107]. The authors propose the enhancement of the ATB [110] protocol

discussed above, with the concept of Nash Bargaining from game theory. This ex-

tension which works in tandem with broadcast rate control, allows the dissemination

protocol to distribute traffic data fairly over vehicles while adaptively controlling

network load.
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6.5 Dynamic Information Dissemination

The design and development of data dissemination mechanisms for VANETs, which

aim at increasing the ratio of solved traffic information queries with the minimum

network overhead, while maintaining acceptable levels of information quality, has

been the target of research investigations in the literature [50, 53].

Perhaps the first effort to study caching in vehicular networking infrastructure

was presented in [51] with the Infoshare application. Infoshare provides a cooperative

caching approach in VANETs. When vehicles request a piece of information, the

information is cached to the querying vehicle for a certain time interval. However,

this application is limited by the used transport protocol since the proposed scheme

does not support any cache-based protocol for inter-vehicular communication. Fur-

thermore, the authors examine the impact of caching in VANETs using a simple

straight-road mobility scenario. From a technical point of view, in urban environ-

ments we have more complex mobility scenarios (e.g., alternate routes, traffic jams,

junctions etc.) than what we have in straight or highway roads. Therefore, it is cru-

cial to study the effects of caching in such environments; cache-based location-aware

services in VANETs may reduce the automobile traffic. More recently, a trajectory-

based data forwarding scheme, called TBD, for light-traffic road networks has been

proposed [65]. This scheme exploits both private trajectory information and traffic

statistics.

Fiore et. al. in [50] presented Hamlet, a fully-distributed caching scheme in which

vehicles decide independently of each other whether to cache and for how long a

piece of information. Decisions are made based on individual node’s observation of

the information present within its radio range. The objective of this approach is to

increase content availability in the proximity of nodes and minimize network overhead.

Although Hamlet demonstrates an increase in the query success rate and a decrease in

the network overhead, the results are based on a confined static information data-set
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within a simple urban mobility scenario. However, it is important to study the effects

of caching in urban environments with diverse topographical layouts using a larger

information data-set, since the performance of caching in VANETs is mainly affected

by the mobility scenarios. Nevertheless, the authors do not consider a cache-based,

proactive, communication protocol for the dissemination of vehicular information in

their experiments, nor do they conduct experiments in dense mobility scenarios where

information is generated by both mobile and stationary nodes and under the presence

of unscheduled events like accidents.

In [87] the VTube autonomous and cost-effective infrastructure is proposed to

facilitate low-cost and QoS guaranteed information publish/subscribe in an urban

environment. It relies on geographically distributed fixed RSUs installed in various

facilities (i.e restaurants, gas stations, stores) to cache and publish content for vehic-

ular users. Vehicles are used to spread content among geographically separate RSUs

and also serve as mobile caches. The goal of VTube is to enable collaborative caching

among RSUs and provide guaranteed download performance to users in terms of

download delay constraints. Files are fragmented into smaller pieces of equal length,

and vehicles could finish downloading a file when they collect all pieces. Files are

stored in RSUs stochastically to improve the download delay. The file replication in

RSUs is a function of the respective popularity and availability of files in the VSN.
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Chapter 7

Experimentation and Evaluation

TestBed

This section presents a multi-level experimentation testbed, which was established in

order to evaluate the different research approaches and methodologies proposed for

solving the problems presented earlier in Section 3.

These include the different mobility datasets utilized throughout this thesis and

the different software packages developed. For the latter, standard object oriented

programming (OOP) methodologies were employed for the majority of the developed

software, mainly in Java and C++ programming languages.

Various scripting language including Perl1, Bash2 and Python3 were utilized to

handle several tasks such as data processing and cleanup, code distribution and execu-

tion scheduling, result collection and visualization. In addition, all source files include

the minimum language specific documentation that describes the functionality of the

code or any respective application programming interfaces (API).

1http://www.perl.org
2https://www.gnu.org/s/bash/bash.html
3https://www.python.org/
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For consistency and backup reasons, all software packages that comprise the evalu-

ation testbed were maintained in the high-performance computing and storage infras-

tructure provided by the Laboratory for Internet Computing (LINC). 4 The available

versioning service (SVN) was employed for storing, keeping track of chronological

changes in each of the individual source files. Code was committed on a nightly basis

to the SVN server.

All software packages were developed following the open-source model, with the

aim of making them available to the vehicular transportation community. To this end

all software packages presented in the section are publicly available through GitHub

in [5].

7.1 Datasets

The structure and evolution of the vehicular network, as well as its capacity to sus-

tain any level of V2X information diffusion, is primarily dependent on the mobility

dynamics of vehicles, as well as the location of fixed road-side units (RSU). Mobil-

ity dynamics are a function of a number of interrelated parameters including the

driver behavior, the structure and constraints of the underlying road topology, traf-

fic light signalization, diurnal processes and even people’s societal habits. Datasets

with mobility traces are key to the study of any VANET-related since they provide a

spatio-temporal profile of vehicles’ movement either in an urban, sub-urban or high-

way environment. A quest for this work was to identify and utilize such mobility

traces that not only provide accurate but also high fidelity characterization of vehi-

cles’ mobility in real-world large-scale urban environments. Except of real traces, we

also study traces derived from mobility models which are proven to be realistic. These

datasets were then utilized extensively during the VANET Evolutionary Dynamics,

Urban Traffic Sensing and Acquisition and Traffic Information Diffusion studies. The

4http://linc.ucy.ac.cy/index.php/infrastructure
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Hermes Moving Object Database (HermesMOD) [9] was utilized in order to store

all the datasets and also being able to quickly index and query the different mov-

ing objects (vehicles). HermesMOD allowed us to get knowledge about the vehicle

movement behavior and generate various mobility statistics. Table 7.1 provides an

overview of all the mobility dataset cataloque.

Area
Size

Vehicle Density
(veh/lane/Km)

Average Speed
(m/s)

Total
Vehicles

Recorded
Time

Real

Nicosia 35Km2 - 15.8 15 4 Months
Shanghai 4Km2 - 4.72 700 2 Hrs
CabSpotting 9Km2 - 13.8 472 3 Hrs

Synthetic

Nicosia 8Km2 7 11 970 15 Mins
Los Angeles 4Km2 10 11.2 7000 2 Hrs
Cologne 33x35Km 8 13.8 75579 2 Hrs

Table 7.1: Mobility Dataset Overview

7.1.1 Real Datasets

Nicosia Dataset: Real mobility traces from the Nicosia area were obtained by

logging the travel patterns of 15 individuals. Six HTC smartphones were acquired

and given to each person (in random order) so as to collect real mobility traces for a

period of 4 months. Each phone logged the daily mobility of each individual and then

uploads it to a private trajectory repository through WiFi or 3G cellular network.

For logging users mobility traces, an open-source, publicly available application called

GPSLogger 5 was utilized.

The GPSLogger application was customized in order to enable WiFi access pref-

erence over 3G for uploading mobility traces in order to minimize financial expenses.

Due to privacy concerns, access to these mobility traces is not publicly available, so

as to guarantee that the sensitive information related to each individual (identity,

5http://code.mendhak.com/gpslogger/
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Figure 7.1: Real Mobility Traces from Nicosia using GPSLogger

home and work locations etc.) will remain private. We will examine ways in order to

provide such traces to the research community in the future.

Shanghai Taxi Dataset [18]: Real mobility traces were obtained through the

Smart City Research Group. SCRG maintains a dataset of real GPS traces collected

from taxis traveling throughout Shanghai, China, in a 24-hour time period. We

developed a tool in order to parse the taxi traces and converted them from GPS

cylindrical coordinates to Cartesian plane coordinates for better manipulation. A

2Km × 2Km rectangular region around Shanghai city-center was isolated, and the

mobility traces of all the taxis that run within this region for a 2-hour time period,

were utilized. This clipping process resulted in obtaining the mobility traces of 704

distinct vehicles for our study. According to the authors’ knowledge, the SCRG data

set is the largest, publicly available dataset for vehicular traces.

CabSpotting Dataset [22]: Real mobility traces were also obtained through the

CabSpotting.org project. CabSpotting collects real GPS traces from San Francisco’s

taxi cabs as these travel throughout the Bay Area. The conversion tool developed

in [70] was used to transform the CabSpotting traces from GPS cylindrical coordinates
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to Cartesian plane coordinates for better manipulation. A 3Km× 3Km rectangular

region surrounding the San Fransicso Bay Area center was isolated, and the mobility

traces of all the taxi cabs that run in this region for a 3 hour time period, were

extracted. This clipping process resulted in obtaining the mobility traces of 432

distinct vehicles (taxi cabs) for our study.

Road-Side Unit Dataset: The increasing deployment of inexpensive WiFi hot-

spots in and around urban environments could be beneficial for VANET’s. With

effective communication with moving vehicles being established and maintained up

to 300 meters , such stationary Road-Side Units (RSU’s) can improve network-wide

connectivity by acting as bridges between two or more fragmented regions during the

initial VANET deployment and low market penetration phases. Furthermore, even

when high market penetration is achieved, such RSU’s can act as information service

providers or Internet gateways. We study extensively how the presence of RSUs in-

fluences the structure and evolution of the VANET communication graph. To achieve

this, we extend the available datasets with stationary RSUs. The Wigle.net [29] on-

line catalog was utilized in order to extract the position of Wi-Fi hot-spots in the

area of study, which potentially could be utilized as RSUs. Wigle maintains a pub-

licly available and constantly user-updated catalog of wireless networks throughout

the US, with each network attributed with identification (SSID), location (latitude/-

longitude), and security (open/private) information. We developed a tool to extract

all open Wi-Fi Access Points (AP) in the area of study and placed then on the map

by converting the GPS cylindrical coordinates to Cartesian plane coordinates.

7.1.2 Synthetic (Realistic) Datasets

Due to the size constraints, and scaricity of real traces, we enhance our dataset collec-

tion evaluation by studying syntetic mobility traces in real urban road topologies. For

52

Nich
ola

s L
ou

llo
ud

es



this purpose, we employed well-known traffic simulators or obtain publicly available

mobility traces, aiming always for the highest level of realism.

Los Angeles Dataset: Mobility traces were generated using the VanetMo-

biSim [58] vehicular mobility generator. By employing known traffic generation mod-

els, VanetMobiSim outputs detailed mobility traces over real-world, accurate, city

maps available in the Topological Integrated Geographic Encoding and Referencing

(TIGER) database [27] from U.S. Census Bureau. The realism of the mobility mod-

els utilized in VanetMobiSim has been validated extensively in [58] using benchmark

tests from vehicular traffic flow theory which are highly accepted by the transporta-

tion community.

In particular, we generate vehicular traffic within a 2Km × 2Km area bounding

the city center of Los Angeles, CA. In the generated scenario all vehicles were set to

follow the Intelligent Driver Model with Lane Changes (IDM-LC). More specifically,

IDM-LC falls into the car-following mobility models category since individual vehicle

behaviour depends on the behaviour of the preceding vehicle. It extends the basic

IDM model, in the sense that it adds intersection handling capabilities to the be-

haviour of vehicles and the possibility that vehicles change lanes and overtake other

preceding vehicles. By examining the respective TIGER map, VanetMobiSim was set

to synchronize the operation of traffic signals of 110 different intersections.

To achieve an even higher level of realism in the vehicular traffic generated, we

opted to define the average vehicle density (and hence the total number of vehi-

cles) for the area under study, by examining the 2010 Annual Average Daily Traffic

(AADT) statistics, which are publicly available through California’s Department of

Transportation Traffic Data Branch [26]. AADT measures the total volume of vehicle

traffic on a given road for a year divided by 365 days. In general, AADT is obtained

through traffic counting using electronic equipment installed on the roadside. Our

study on a large number of roads in the area of interest, indicated an average den-
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sity of 10 veh/lane/Km during normal driving conditions (not peak hours). With

approximately 700 Km of road length (one-way and number of lanes for each individ-

ual roads included), VanetMobiSim was set to generate vehicular traffic for a 2 hour

period, constantly maintaining 7000 vehicles in the area of interest.

Figure 7.2: TrafficModeller - Generating Synthetic traces for Nicosia

Nicosia Dataset: Synthetic mobility traces for Nicosia were generated with the

help of TrafficModeller [99]. The map was extracted from real-world, accurate city

topologies obtained from OpenStreetMap [14]. Furthermore, using TrafficModeller

again, a number of “hot-spots” within this region were defined (see Figure 7.2), in

order to simulate the traffic conditions that arise when people drive from/to their

workplaces, shopping malls, amusement centers etc. Vehicles in the simulation were

set to have an acceleration of 4.5 m/s, deceleration of 2.6 m/s with their top speed

bounded by the road speed limit. Driver imperfection factor, that is the ability of

the driver to adapt to a desired speed, was set to 0.5 (where the value 1 indicates

a perfect driver). Total simulation time was set to 1000 seconds. These high-level
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abstractions were translated as low-level input specification and passed to SUMO.

Vehicular traffic traces for 970 distinct vehicles that move inside the region of interest

were generated by SUMO. Vehicles have a mean drive time of approximately 230

seconds. The average vehicle speed is between 8 and 10 m/s. Vehicle average speeds

have a large variance but follow a uniform distribution. Mobility traces obtained

from TrafficModeller and SUMO, were transformed to acceptable ns-3 input trace

files using TraceExporter [25].

TAPAS-Cologne Dataset [24]: provided by the Institute of Transportation Sys-

tems at the German Aerospace Center (ITS-DLR). Based on real census information

concerning the daily commute patterns of people in the city of Cologne (Germany),

the TAPAS-Cologne project provides an extensive dataset of mobility traces that

describe, with very high realism, the vehicular traffic within and around the city of

Cologne for a period of 24 hours.

Figure 7.3: City of Cologne Road Network Topology
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In this work, we consider a corrected and enhanced version of the initial TAPAS-

Cologne dataset, following the results of [115]. This version provides the road traffic

for the early morning rush-hour in Cologne from 6:00 to 8:00 a.m. The level of realism

of the particular dataset is acknowledged by the research community and has recently

been employed in [93] to assess the level of vehicular connectivity in large-scale urban

environments. Figure 7.3 provides a screenshot extracted from the OpenStreetmap

(OSM) [14] online mapping service, depicting the road network connecting the city

of Cologne and the surrounding suburbs, included in the TAPAS-Cologne dataset.

The dataset covers approximately an area of 33 × 35Km with 42148 intersections

and 134645 roads. We employ information from the OSM database, to derive the

following taxonomy concerning the core features of the road-network in the City of

Cologne, namely roads and intersections. The aim behind this process is to identify

whether particular phenomena in the VANET emerge in different features of the road

network and which attributes of such features affect their spatio-temporal evolution.

• Roads

1. Urban Roads : Low capacity roadways, which provide access to residential

areas with houses or various amenities on either side. Urban roads can

be one-way or two-way and in their majority have only 1 lane per travel

direction.The maximum speed allowed on such roads is 30 Km/h (8.3 m/s).

Urban roads appear in white color in Figure 7.3.

2. Collector Roads : Low-to-moderate capacity roadways designed to collect

traffic from urban roads and carry it to arterial roads or vice-versa. Traf-

fic flow is mostly managed via the utilization of signalized intersections,

round-abouts and stop-signs. Collector roads have 2 lanes per travel direc-

tion. Since these roadways are located inside build-up areas, the maximum
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speed limit varies between 30 to 50 Km/h (8.3 to 13.9 m/s), depending on

the area. Collector roads appear in yellow color in Figure 7.3.

3. Arterial Roads : High-capacity, bi-directional urban roadways that are used

explicitly to deliver traffic between collector roads and freeways and also

to carry long-distance traffic flows between different activity areas. They

are considered as the back-bone of the road network and traditionally are

arranged in concentric circles. Arterial roads have 2 lanes in each drive

direction and usually are separated into two classes: (i) Low-speed, where

the the maximum speed limit is 50 Km/h (13.9 m/s) and (ii) high-speed,

where the maximum speed limit is 80 Km/h (22.2 m/s). In Figure 7.3,

arterial roads appear in red color.

4. Freeways : Multi-lane, bi-directional, high volume roadways which are ded-

icated to high speed vehicular traffic. In such roadways, traffic flow is not

obstructed by any stop signs and traffic signals. Separation and connec-

tion with other roadways of lower grade (i.e arterial and collector roads)

is carried out via overpasses across the highway span. Entrance or exit to

freeway are provided at overpasses by ramps that allow speed transitions

between the freeway and lower grade roadways. Freeways have 2 lanes in

each drive direction and the maximum speed limit is 120 Km/h (33.3 m/s).

Freeways appear in blue color in Figure 7.3.

• Intersections: Intersections are classified depending on the number of road seg-

ments that are adjacent to the intersection itself and also the traffic control

method. Since the aforementioned dataset lacks controlled intersections using

traffic lights 6, we classify them using the adjacent road segments. Using an

automated parsing of the Cologne road network, we have identified 3-way (“T”

6All intersections are stop/yield-sign controlled
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or “Y” shape), 4-way (crossroads), 5-way and 6-way intersections. Additionally,

we identify intersections in the form of roundabouts with 3 or more exists.

7.2 VEGA: An Extensible Framework for Large-

Scale V2X Graph Generation and Analysis

As discussed previously, exploring the behavioral dynamics of inter-vehicle commu-

nication in urban environments from the perspective of Complex Network science,

requires modelling the VANET as a graph, wherein vehicles correspond to the set

of vertices and wireless ad hoc links correspond to the set of edges. Taking under

consideration that VANETs are an evolving network, both in space and time, the

modelling process can be extended by representing the network as time sequence of

graphs (graphlets) wherein each node is embedded in a low-dimension coordinate

space. Depending on the time resolution and the overall time window of study, the

modelling process can result to hundreds or even thousands of graphlets. Understand-

ably, in order to derive conclusive remarks about the spatio-temporal properties of

VANETs, one has to establish and follow a well-defined graph generation and analysis

workflow. Figure 7.4 provides a high-level view of such a workflow, decomposed into

a sequence of 4 discrete activities. Each activity is responsible for the completion of

a particular action and requires the presence of a number of heterogeneous software

packages that in the end must be made to interface with each other seamlessly.

Starting from the left of Figure 7.4, mobility datasets (real or synthetic) need

to undergo a pre-processing step and get converted to suitable input for network

simulation packages such as ns-3 or Veins [23, 28]. Although Activity 1 seems trivial

at first sight, it requires the development of custom-made programs that understand

and convert data between a variety of input/output formats, are able to cope with

the noise information usually present in raw mobility datasets, execute coordinate
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Figure 7.4: VANET connectivity graph generation and analysis workflow

transformations if necessary, and perform trajectory extrapolations in case of missing

traces points.

Once mobility datasets are prepared accordingly, Activity 2 uptakes the task of

simulating all aspects of communication in a VANET that can potentially be estab-

lished over an urban, suburban or even highway setting. By considering the moving

patterns of each vehicle - as these are represented by the respective traces in the as-

sociated mobility dataset - network simulation packages capture the specifics (source-

destination pair, time, location, data packets) of any information exchange over the

wireless ad hoc channel. This stage is both time consuming and computationally ex-

pensive, given that network simulators tend to be thorough and quite realistic when

simulating the internals of each layer in the communication stack (physical, link, net-

work, transport, application). In the case where the experimentation scenario dictates

the study of large-scale and dense geographic areas with thousands of active vehicles

(i.e highly populated metropolitan areas), simulations can take days to complete

and eventually result in massive amounts of communication trace data. Further-

more, the majority of available simulator packages have minimal inherent support for

VANETs, therefore considerable software development effort is required to enhance

them (routing protocol development, application workload generators,etc) [86]. On

top, extensive familiarization with the simulation package itself is necessary in order

to properly configure and correctly execute a VANET simulation scenario.
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Activity 3 is a two-step process, key to the whole workflow since it is responsible

for generating and analysing the actual VANET connectivity graphs. The first step

involves, parsing the simulation traces, identifying and extracting wireless communi-

cation synapses, and subsequently converting them in an acceptable graph notation

that can be understood by a network analysis toolkit such as JUNG, SNAP, igraph,

Gephi, Pajek [3, 10, 12, 15, 20], etc.

Once the VANET is converted in an appropriate complex network structure, the

second and most important step is the actual analysis of the generated graphs so as to

examine different graph theory measures (i.e network diameter, shortest paths, node

importance, component/community properties, etc). The complexity of the process

depends on the number of graphlets to be analyzed and subsequently the set of mea-

sures to be calculated upon them. The more measures needed to be investigated,

the more data transformations and specific algorithm invocations are necessary. The

complexity increases even further since not all graph exploration platforms feature

the same analytic toolsets, therefore a combination of two or more platforms might

be essential to complete a particular study. Additionally, given that VANET com-

munication graphlets are realized from the movement and opportunistic interactions

of vehicles while being driven on the underlying road network, they should be “seen”

from the viewpoint of networks that are well-embedded in low-dimension geometric

structures (e.g Power Grid on surface of the earth). Therefore, the latter introduces

the need of applying also a spatial context to network measures in order to be able

to identify where and/or why particular phenomena occur on the road network (i.e,

which parts of the city do geodesics usually traverse?).

Similarly to Activity 1, this task assumes the development and existence of

custom-made tools that are responsible to: a) correctly convert simulation output

to an appropriate graph format that describes complex networks structures and

their associated data, b) sort and orchestrate the analysis execution of all available
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graphlets, and c) retrieve, organize and spatialize the resulting network measures to

a coordinate space of preference (i.e Euclidean or World Geodetic System).

Finally, ctivity 4 is responsible for aggregating, performing statistical analysis and

rendering the complex analysis results in meaningfull graphical representation(s) that

can ultimately convey interesting insights about the spatio-temporal dynamics of the

particular VANET scenario under study. Key to this activity is the utilization of data

plotting utilities like Gnuplot [7], the selection and refinement of appropriate charts.

From the discussion above, one can easily observe that the workflow entailed until

reaching a state where meaningfull and conclusive remarks regarding the evolution-

ary dynamics of the network can potentially be derived, is both time-consuming and

error-prone. VEGA was designed to solve the above problem by providing an extensi-

ble framework based on the Java platform that allows researchers to quickly generate

and analyze connectivity graphs for V2X scenarios that span thousands of vertices and

edges. In a nutshell, it automates and streamlines the modelling of time-ordered V2X

connectivity graphs on which a host of different complex network analysis measures

can be orchestrated for execution through a simple user-friendly configuration. Off

the shelf, it supports a large number of mobility trace formats on which to connectiv-

ity models can be applied in order to generate the graphlet sequence. Nevertheless, its

modular architecture allows researchers to easily plug-in their own custom modelling

and analysis components by extending a set of well defined abstractions and core

classes. In turn, this provides them with the flexibility of either utilizing simple mod-

els that avoid time-consuming computations or utilize fine-grained models - as those

encountered in network simulation - effectively produce high fidelity and more accu-

rate results. Furthermore, all the activities in graph generation and analysis workflow

(similar to Figure 7.4) are transparent from the user and the only interaction required

in the initial configuration and later on the retrieval of the end-results (charts, statis-

tics, etc), Lastly, VEGA incorporates an intelligent thread pooling mechanism that
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provides efficient utilization of modern multi-core computer architectures, thereby re-

sulting to faster analysis of large-scale V2X scenarios. The following section presents

the architecture of VEGA in more detail.

Figure 7.5: High-level view of VEGA framework architecture.

7.2.1 System Architecture

As aforementioned, VEGA adheres to a modular system architecture that is based on

the Java Virtual Machine (JVM), therefore it can be executed from the command line

interface of any Java-enabled system. It makes use and extends a number of scalable

data structures readily available in the Java platform, while taking advantage of native

concurrency mechanisms for efficient computing resource utilization. This section

presents the different components of the VEGA framework modular architecture, as

depicted in Figure 7.5.
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Figure 7.6: VEGA - VANET Graph Data Model Component

VANET Graph Data Model: Provides the necessary abstractions that char-

acterize the presence and movement of vehicles, as well as the establishment of oppor-

tunistic V2V and V2I communication in an urban environment. Initially, it includes

a sub-layer that encapsulates the base classes for each main actor of a V2X net-

work, particularly Vehicles, Road-Side Units (RSU) and opportunistic Wireless Ad

Hoc Links that can be formed among the former. Base classes include individual at-

tributes - representing the spatio-temporal status of their respective instances - which

can be leveraged through specific programmatic interfaces by other VEGA modules

in order to construct the all important V2X connectivity graphs. Examples of such

attributes are: {Vehicle: Vid, speed(t), location(t), status(t)}, {RSU : Uid, location(t),

status(t)} and {Link : endpoints(Vid1, Vid2), duration(t), type[V2X | V2I]}.

In addition, the VANET data model includes a second sub-layer for road network

related abstractions such Intersections, Streets, Light Signalization and Traffic Statis-

tics that enable the characterization of the underlying street-level topology on which

vehicles run along or across. As previously, base classes in this sub-layer also include

attributes that can be utilized by other VEGA modules for V2X modelling or analy-

ses purposes. Specifically it provides access to the following road network constructs

and their attributes: {Intersection: Iid, position, signalized[T | F], signal timing},

{Street : Sid, endpoints(Iid1, Iid2), street type, lanes, speed limit, traffic statistics}.
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Moreover, through a sub-layer connectivity mechanism, the VANET Graph Data

Model assures that bi-directional access to the data of each sub-layer is available

from the other sub-layer (road topology information can be accessed through V2X

class instances, and vice-versa). For instance, the sub-layer connectivity mechanism

enables to easily pinpoint the street a particular vehicle runs along, or which vehicles

are in the surroundings of an intersection at a specific time instance.

Runtime and Process Orchestator: Responsible to setup the execution

environment, manage the VEGA runtime process and also orchestrate the different

steps that are necessary in order to model the V2X connectivity graph and generate

analyses results. Essentially, the role of this component is to oversee and assert that

all the activities in the graph generation and analysis workflow (as in Figure 7.4) are

executed in the correct sequence, have and produce the necessary input/output data,

respectively. In addition it is responsible to hold the state of different components, log

any warnings/errors that are encountered during workflow execution, prompt the user

with informative messages about different actions and allocate handles to computing

and storage resources.

Figure 7.7: VEGA - Configurator sub-component

The task of the Configurator sub-component is to setup the execution environ-

ment, by consuming small user-provided properties files containing key-value pairs

that guide the VEGA Runtime and orchestrator regarding which processes should be

invoked and their parameters thereof. As depicted in Figure 7.7, setup of the exe-
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cution environment is divided in three key operations: (i) DataStore configuration,

providing information about the location and format of various input and output

data, (ii) Build configuration, providing information regarding V2X graph build pro-

cess such as the connectivity model to be utilized, mobility trace format, the overall

time window and resolution (i.e snapshot granularity), V2X technology penetration,

graph export format, (iii) Analysis configuration, providing information regarding the

V2X connectivity analysis process such as the complex network metrics to be pro-

duced, the measurement granularity, and how results and statistics will be reported

to the user (charts or tabular presentation).

1 config.operations = PARSE ,BUILD ,ANALYSIS

3 # Root Input/Output Directories
4 input.root.dir = <userdir >VEGA/TAPAS/input/
5 output.root.dir = <userdir >VEGA/TAPAS/out/
6 exec.root.dir = <userdir >VEGA/TAPAS/exec/

8 log4j.properties = $exec.root.dir /Conf/log4j.properties
9 datastore.config.file = $exec.root.dir/Conf/DataStore.conf

10 build.config.file = $exec.root.dir/Conf/Build.conf

12 #Road Network Information
13 use.roadnetwork = true
14 roadnetwork.type = OSM
15 roadnetwork.file = $input.root.dir/Map/cologne.osm
16 offset.x = -342498.94
17 offset.y = -5630725.14

Listing 7.1: VEGA Base configuration

1 # Datastore type [DB | FILE]
2 datastore.type = DB

4 # DataBase Storage Details
5 dbase.hostname = localhost
6 dbase.port = 3306
7 dbase.name = urban_v2x_overlay
8 dbase.user = <user >
9 dbase.pass = <pass >

Listing 7.2: VEGA DataStore configuration

1 # Parse a SUMO mobility trace file
2 trace.format = sumo
3 trace.sumo.fcd.file = $input.root.dir/SUMO/fcd.xml
4 trace.sumo.edgestate.file = $input.root.dir/SUMO/agg -edges.run.xml
5 trace.sumo.netstate.file = $input.root.dir/SUMO/netstate -dump.xml

7 # Connectivity Model to be used
8 connectivity.model = LOUVRE

10 # Transmission Range
11 tx.los = 250
12 tx.nlos = 140

14 # Penetratio Ratio
15 pratio.low = 0.2
16 pratio.high = 1.0
17 pratio.step = 0.2

19 # Type of graph [static (default) | temporal]
20 generate.graph = static

22 # Get the snapshots every 10 second
23 generate.snapshots = true
24 snapshot.destination = $output.root.dir/Graphs
25 timestep = 10

27 # Snapshot Output Type
28 snapshot.output.type = DB
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30 # Starting second
31 low.time = 21600
32 # Ending second
33 high.time = 28790

35 # Snapshot Exception Window
36 exception.window = false
37 window.low.time = 26650
38 window.high.time = 26750
39 window.time.step = 1

Listing 7.3: VEGA Build configuration

1 # Analysis Time Step
2 timestep = 10
3 # Starting second
4 low.time = 21600
5 # Ending second
6 high.time = 25200

8 # Analyses to performed on the Graph Files
9 analyses = NETWORK_DIAMETER; DEGREE_DISTR; COMMUNITY_SIZE; BETWEENESS_CENTRALITY;

11 plot = GNUPLOT

13 # Export Graph
14 export.graph = true
15 graph.file.type = PAJEK
16 graph.file.prefix = pajek_
17 graph.file.extension = .net

Listing 7.4: VEGA Analysis configuration

Listings 7.1, 7.2, 7.3 and 7.4 above provide a brief example of configurations

required by VEGA. The base configuration instantiates the necessary properties for

the different types of workflow activities (trace parsing, graph building and analysis)

to be performed and location of root input/output directories (lines 1–6). In addition

it provides links to the remaining configuration files (lines 8–10), as well as optional

information about the road network to be used in the forthcoming build and analysis

activities (lines 12–17). Next, the datastore configuration provides the runtime with

important information regarding where to find input mobility trace files, either by

the local file system or from a database, and in the case of the latter any required

schema and access details (lines 5–9). The build configuration provides the type of

mobility traces and associated files that can be used to enrich the raw data (lines

2–5). In addition it indicates the connectivity model to be used for building V2X

graphs in accordance with technology-related parameters such as transmission range

and penetration values (lines 7–17). Importantly the build configuration dictates

what graphs will be created - that is static contact sequence versus temporal interval

graphs, the snapshot granularity (lines 20–25), start and end time instances (lines 31–

33), and exception windows where the granularity might be finer for more in-depth
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network study (lines 36–39). The analysis configuration indicates the graph analysis

start-stop temporal instances and frequency (lines 1–6), the specific analyses to be

executed on all graphs and how the results will be plotted (lines 9–11) and whether

each graph will exported in a standardized graph notation (lines 14–17) for possible

further use in other 3rd party tools. Finally, it is worth noting that all configuration

properties are globally available for each VEGA module and its operations.

Figure 7.8: VEGA - Connectivity Model

Connectivity Model: This component dictates the fundamentals of how (and

if) different nodes in the V2X graph will become connected with each other, effectively

guiding the whole topology formation. Each implementation of a specific connectivity

model implements a set of well defined interfaces that are realized by specific imple-

mentations, which in essence enable the Graph Builder engine to assess whether two

actors ’can connect’ with each other. Connectivity can depend on a number of simple

user-provided parameters such as the nominal transmission range/power of each dif-

ferent type of actor, signal fading rate, global penetration ratio, etc. Currently, as de-

picted in Figure 7.8, VEGA supports 3 connectivity models: (i) Opportunistic model,

(ii) Line-of-Sight (LOS) / Non-Line-of-Sight (NLOS) model, and (iii) Overlay model.

The opportunistic model examines the distance between two neighboring nodes and

connects them given that their geographic separation is less than a predefined value.

The LOS/NLOS model, considers the structure of the underlying topology (provided

through the road map) to determine whether two nodes have line of sight or not. Two
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nodes become connected, if their respective LOS/NLOS value are equal or below a

predefined value which is provided by the configuration file. The overlay connectivity

model, instead of connecting individual vehicles, connects neighboring road segments

given vehicle density on the road. The graph in this model assigns a vertex to each

road in the street topology, if the vehicle density on that road is above a particular

threshold, again provided through the configuaration file. An edge is drawn only

among existing neighboring vertices.

Figure 7.9: VEGA - Graph Build Engine

Graph Build Engine: The build engine is responsible to build all the V2X

graphs based on the imported mobility traces and the communication model of pref-

erence. The internal representation of the connectivity graph is created, manipulated

and stored using the JUNG [12] data model. The engine employs the concept of a

worker pool, wherein every discrete time instance in the trace is assigned to a specific

worker that builds its respective connectivity graph. Depending on the hardware ca-

pabilities (i.e. number of cores) of the comptuting system where VEGA is running,

the build engine might spawn several concurrent workers for speedup purposes. Once

a worker terminates the build process, it takes the next available time instance in the

queue.
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Mobility Trace Importer: This module is responsible for importing various

formats of raw mobility traces, either obtained from real or synthetic datasets. Cur-

rently, VEGA supports importing the following mobility traces: (i) ns-2 and ns-3, (ii)

SUMO Floating Car Data (FCD), (iii) VanetMobiSim, (iv) Shanghai real traces, (v)

CabSpotting real traces. The user selects the type of the trace format through the

configuration file. Coordinates of the trace file are converted to the Euclidian space

dimension, regardless of the native coordinate system.

Road Map Importer: This module is responsible for importing various types

of road network maps. It takes representations of road networks in different for-

mats, and converts them in an internal representation that can be utilized either

by the Graph Builder engine, or the Graph Analysis component. Currently, VEGA

supports importing road maps from the following mapping representations: (i) Open-

StreetMap.org [14], (ii) U.S Census Bureau TIGER maps [27], and (iii) SUMO mo-

bility simulator maps. If available, the module can be instructed and configured to

enrich each road network with historic traffic statistics. Nevertheless, more mapping

services can be supported, simply by implementing a set of interfaces.

Graph Exporter: VEGA allows the export of V2X in a number of industry-

standard graph formats. Currently, the following formats are supported for export:

GEXF, Pajek, GML, GraphML [4, 6, 8, 15] and Matlab’s sparse graph. This enables

other 3rd party frameworks like Gephi, NetworkX, R to import V2X graphs generated

by VEGA for further processing and analysis.

Graph Storage: VEGA supports peristent graph storage to 2 datastores, par-

ticularly to DBMSs or the local file system. For DBMS, VEGA has connectors to

MySQL and Postgresql systems. Regarding the local file system, graphs are serialized

sequentially into binary files with indexing based on the time instance. The datastore

of preference is simply selected via the respective configuration file.
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Graph Analysis: VEGA builds upong the JUNG framework and supports the

following graph analyses: network size (nodes and edges), node degree, degree dis-

tributions, network diameter, average degree of separation, path redundancy, bi-

connected components, triangle detection, network connectivity, number of compo-

nents, global component co-efficient, node clustering co-efficient, node centrality (be-

tweeness, closeness, information, lobby index), number of communities, community

size distribution.

7.3 Large-Scale Vehicular Network Simulations

For the purposes of establishing large-scale vehicular network simulations the ns-3 [23]

network simulator was utilized. However, at the time of using the platform, native

support of the vehicular environment was limited. To this end, we extended the

simulation platform with additional modules and VANET-based routing protocols.

The aforementioned modules were developed together under the V-Sense ns-3 pack-

age (see Figure 7.10) and this section provides an overview of the work contributed

towards this goal.

StreetMap Module Aims in providing nodes in the simulation, navigable in-

formation regarding features of an underlying road topology such as junctions and

roads. This type of information includes the speed limits, number of lanes and direc-

tion of any road, the number of incoming/outgoing roads from a given junction, and

presence or not of traffic lights at junctions. The street map information us stored

in a graph-like data structure in order to allow easy and fast navigability using vari-

ous graph algorithms such as Breadth-First or Depth First search, Dijkstras shortest

path, Yens Top-K paths, etc. This includes the following components:

• Street : An abstraction of a road. It includes methods for obtaining its name,

the junctions it connects, its length, maximum speed limit, number of lanes,
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Figure 7.10: The V-Sense ns-3 Package Architecture

one-way, bearing. It also provides methods for obtaining different historical

statistics if these are provided.

• Junction: An abstraction of a junction. It includes methods for obtaining

its geographic position, its name (if it exists), the presence of traffic lights

(signalized or not) and its unique id (uid).

• StreetMap: A graph-like data structure for representing a road network topol-

ogy. It provides methods for doing several operations: (1) Add/Remove Street

or Junctions (2) Find a street or junction using their uids or names (3) Get

incoming or outgoing streets of a given junction (4) Get street between two

junctions (5) Calculate weighted Dijkstras shortest path between two arbitrary

junctions (weight street length).

• StreetStatistics : Holds traffic statistics for a particular street. This statistics

are average speed, vehicle density, arrival and departure rates.
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• Osm-StreetMap-Helper : Helper for parsing OpenStreetMap (http://www.openstreetmap.org)

files. The parsers read the road network structure and map feature information

from the XML content in the OSM map file. Then it populates the StreetMap

graph structure. It also installs the given OSM map to all nodes in the

simulation. Parser is for OSM network format version 0.6 and later.

• SUMO-StreetMap-Helper : Helper for parsing SUMO network files. The parser

reads the road network structure and map feature information from the XML

content in the SUMO map file. Then it populates the StreetMap graph struc-

ture. It also installs the given SUMO map to all nodes in the simulation. Parser

is for SUMO network format version 0.13 and later.

• Sumo-StreetStatistics-Heper : Helper for parsing SUMO network dumps con-

taining network statistics. The parser reads the traffic statistics from the XML

content in the SUMO network dump file and populates the StreetStatistics com-

ponent for each road in the topology. Parser is for the SUMO network format

version 0.13 and later.

Vehicle Assisted Data Delivery (VADD) Routing Protocol Module -

Has been implemented in order to model the VADD routing protocol [126] for ns-

3. The specific module implements all required components that enable the correct

function of the protocol as per the original scientific article proposing it. It it worth

noting that this is the first implementation of the VADD protocol for ns-3 (and first

publicly available VADD source code), which can serve as an example for implemen-

tations of other VANET-based protocols. It is also the first publicly available VADD

implementation [5]. It includes the following components:

• Vadd-Routing-Protocol : responsible for orchestrating the overall functionality of

the protocol and instantiating the module in the simulator. It provides support

for all the intersection modes that are presented in the VADD paper.
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• Vadd-Packet : holds the necessary structures that describe a packet exchanged

between VADD peers. The beacon packet contains information about the posi-

tion, heading and velocity that are periodically broadcasted by vehicles. VADD

data packets contain information about the multi-hop forwarding of queries to

a target location. These include, geo-coordinates of the vehicle, the target lo-

cation, the query-lifetime (expiration), hop count, sequence number, etc. It

contains methods for accessing the above packet fields and encoding/decoding

a packet for transmission.

• Vadd-Queue: is responsible for queuing packets for transmission from a vehicle.

Packets are queues on a time order. It contains methods for adding, removing

and purging a queue.

• Vadd-Matrix : is responsible for performing the matrix operation required by

the protocol to decide the best direction where packets should be forwarded in

order to reach the destination with the smallest delay. It provides methods for

calculating and solving a particular matrix using Gaussian elimination [56].

• Vadd-Road-Delivery-Delay : is used to hold calculated information about the

delivery delay that will be imposed on a packet if a specific road is chosen for

delivery from one junction to another. It provides methods to sort the outgoing

roads of a particular intersection based on the projected delivery delay.

• Vadd-Helper : helper class for installing the VADD routing protocol to ns-3

nodes.

Greedy Perimeter Coordinated Routing (GPCR) Protocol Module This module has

been implemented in order to model the GPCR routing protocol for ns-3. The specific

module implements all required components that enable the correct function of the

protocol as per the original scientific article proposing it [82]. Again this is the first
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implementation of the GPCR protocol for ns-3 (and first publicly available GPCR

source code) [5]. It includes the following components:

• Gpcr-Routing-Protocol : responsible for orchestrating the overall functionality

of the protocol and instantiating the module in the simulator. It provides

support for all the node role detection methods proposed in the GPCR paper

(Correlation co-efficient or neighbor-tables).

• Gpcr-Packet : holds the necessary structures that describe a packet exchanged

between GPCR peers. The beacon packet contains information about the. posi-

tion, heading and velocity that are periodically broadcasted by vehicles. GPCR

data packets contain information about the multi-hop forwarding of queries to

a target location. These include, geo-coordinates of the vehicle, the target lo-

cation, the query-lifetime (expiration), hop count, sequence number, etc. It

contains methods for accessing the above packet fields and encoding/decoding

a packet for transmission.

• Location-Service: functions as a real-life location service in order to identify

query the location of particular vehicles. It provides functions to retrieve the

coordinates of one or more vehicles. This information are obtained from the

ns-3 mobility model.

Landmark Overlays for Urban Vehicular Routing Environments (LOUVRE) Pro-

tocol Module This module has been implemented in order to model the LOUVRE

routing protocol [73] for ns-3. The specific module implements all required compo-

nents that enable the correct function of the protocol as per the original scientific

article proposing it. This includes the following components:

• Louvre-Routing-Protocol : responsible for orchestrating the overall functionality

of the protocol and instantiating the module in the simulator. It allows the
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distributed estimation of road density and thus the creation of overlay nodes in

junctions where there is sufficient vehicle presence.

• Louvre-Packet : holds the necessary structures that describe a packet exchanged

between LOUVRE peers. The beacon packet contains information about the

position, heading and velocity that are periodically broadcasted by vehicles.

LOUVRE data packets contain information about the multi-hop forwarding of

queries to a target location. These include, geo-coordinates of the vehicle, the

target location, the query-lifetime (expiration), hop count, sequence number,

etc. It contains methods for accessing the above packet fields and encoding/de-

coding a packet for transmission.

• Louvre-Rtable: functions as a routing table for the overlay network.

Figure 7.11: The V-Sense Sensor Abstraction

Figure 7.12: The V-Sense Cache Abstraction

V-Sense Architecture Module The V-Sense architecture was implemented in the

ns-3 simulator. Particularly, the implementation provides abstractions for core ac-

tors in a VANET based environment wherein information sensing takes place. Such
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abstractions are those of vehicle sensors, on-board caches and cache-replacement poli-

cies, as well as data aggregation modules. easy to comprehend, extensible abstractions

where any interested simulator user in the future can extend their functionality to

provide specific implementations that will assist in the evaluation of VSN dedicated

routing protocols/applications. The implementation of these abstractions follows the

ns-3 module extension mechanism, allowing thus other simulation modules (routing

protocols, applications, monitors, etc.) to easily interact with them. Furthermore,

exemplary implementations of these abstractions were also developed. For instance,

for the sensor abstractions (see Figure 7.11, exemplary implementation for position

and speed monitoring were implemented. For in-vehicle cache abstractions (see Fig-

ure 7.12, two different information invalidation models were developed such as the

Least Recently Used (LRU) and Time-To-Live (TTL). Moreover, helper modules for

easily deploying and utilizing the above abstractions were developed. The V-Sense

architecture implementation contains the following components:

• Vehicle: An abstraction of a vehicle. It is an extension of the ns-3 core node

object with additional fields such as vehicle VIN number, route itinerary (if that

exists and is provided).

• Road-Side-Unit : An abstraction of a RSU. It is also an extension of the ns-3

code node object with additional fields such as the fixed geographic position,

its type (Service advertiser, Bridge), any on/off times and geographic coverage.

• Sensor : An abstraction of a vehicle sensor. It provides methods for setting or

getting the sensor type (operational, environmental, supplementary, etc.), the

information refresh interval, sensor state (running, sleep, off) and privacy. It

also contains event notification registers, where someone might want to be able

to be automatically informed when the sensor changes its state.
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• Speed-Sensor : An extension of the Sensor component and specifically an exem-

plary implementation of a speed sensor. Such sensors record the vehicle speed

(m/s) periodically and inform any listeners.

• Sensor-Manager : An abstraction of the in-vehicle sensor managing entity. It

provides methods for getting the list of available sensors in a vehicle, the list

of public sensors, to add/remove a particular sensor, or to get a handle to a

particular type of sensor - if that exists. (i.e. position-sensor).

• Sensor-Helper : Helper for installing one or more sensors to a vehicle or a RSU.

• Cache-Eviction-Policy: Provides an implementation for the following cache item

invalidation models: (1) Least Recently Used - LRU, (2) Most Recently Used -

MRU, (3) Time-To-Live - TTL, and (4) First-In-First-Out (FIFO).

• Cache: An abstraction of the in-vehicle cache. It provides methods for setting

and/or getting the maximum cache size, the current utilization, refresh interval

and cache replacement policy (LRU, MRU, TTL, FIFO, etc.). It also provides

an interface for invoking cache invalidation on demand.

• Cache-Helper : Helper for installing a cache entity to a vehicle or a RSU and

associating with a particular cache eviction policy.

• Route-Itinerary : Holds a route itinerary for a vehicle (sequence of roads in a

trip).
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Chapter 8

VANET Evolutionary Dynamics

Through Complex Network Science

8.1 Basic Concepts and Definitions

This section contains the definitions of the metrics used in the study. We categorize

the examined metrics as network-oriented , centrality, link duration and component-

oriented. All node IDs mentioned in this section refer to the sample graph of Fig-

ure 8.1. We model the VANET as an undirected graph G(t), where vehicles cor-

respond to the set of vertices V (t) = {ui} and communication links to the set of

edges E(t) = {eij}. An edge eij(t) exists, if ui can communicate directly with uj at

time t, with i 6= j.

Figure 8.1: Snapshot of a sample VANET graph.
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8.1.1 Network-oriented metrics

Network-oriented metrics depict the shape of VANETs, capturing and quantifying

the richness of network connectivity. These metrics provide a high-level view in the

topological properties of a vehicular network, stimulating initial considerations on

how network protocols could be designed to take advantage of vehicular mobility to

improve their performance.

• Node degree. The number of vehicles within the transmission range of a node.

Formally, the degree of ui at time t is defined as:

Di(t) = ‖{uj | ∃eij(t)}‖. (8.1)

• Effective Diameter. The minimum distance in which the 90th percentile of all

connected pairs of vehicles can communicate with each other. It is a smoothed

form of network diameter which we use for our studies.

• Path Redundancy. It is the maximum number of disjoint edges between two

connected nodes in the network.

• Network Density. Defined as the ratio between the number of edges in the

G(t) and the maximum number of edges possible for G(t).

• Geographic Diameter. Defined it as the length of the effective graph diameter

considering the real underlying geographic topology. It conveys the geographic

span of the shortest path between the most distant nodes in the graph and is

measured in meters instead of hops.

• Network Connectivity [116]. Defined as the maximum fraction of vehicles

that are directly or indirectly connected in G(t). Formally, network connectivity

is defined as:

NC
d
= max

i

{
1

|V (t)|
∑
j

A(ui, uj)

}
(8.2)
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where A(ui, uj) is a connectivity indicator which takes the value of 1 if a path

is available from vehicle ui to vehicle uj at time t, and 0 otherwise.

8.1.2 Centrality metrics

Centrality metrics have been developed within the scope of complex network science

analysis to quantify how important particular individuals are in a network. Centrality

metrics are designed such that the highest value indicates the most central node.

Previously, in [97], we observed several centrality metrics and concluded that for

VANETs, Betweenness Centrality and the Lobby index provide a good measure as

they relate to the expected role a node plays within the vehicular ad hoc network.

These metrics are relatively static in time (i.e traditional social networks) and thus

might provide misleading conclusions in a highly dynamic setting such as the one

found in a VANET. In this work, we include the results of other common centrality

metrics, however we adopt also a new measure called Communicability that takes

into account time dependency and its effects.

Static Network Centrality Metrics

• Betweenness Centrality [117]. Defined as the fraction of the shortest paths

between any pair of nodes that pass through a node. The betweenness centrality

of a vehicle ui at time t is:

BCi(t) =
∑
j 6=k

spjk(ui, t)

spjk(t)
(8.3)

where spjk is the number of shortest paths linking vertices j and k at time t

and spjk(ui, t) is the number of shortest paths linking vertices j and k that

pass through ui at time t. Betweenness centrality is a measure of the extent
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to which a vehicle has control over information flowing between others (e.g.,

BC14 = 0.68, BC8 = 0.07).

• Closeness Centrality [117]. Defined as the inverse of the sum of the distances

between a given node and all other nodes in a connected component. The

closeness centrality of a vehicle ui at time t is:

CCi(t) =

[
n∑

j=1

d(ui, uj)

]−1
(8.4)

where d(ui, uj) is the distance between vehicles ui and uj. Closeness central-

ity reflects how close (in terms of distance) one node is to other nodes in the

network, thus measuring its productivity when it comes to spreading/commu-

nicating information in the network. The idea is that centrality is inversely

related to distance. In the example, u14 has CC14 = 0.5, indicating that it can

spread information faster than u17, with CC17 = 0.26

• Information Centrality [112]. Defined as the the harmonic average of the

“total information” between node i and every other node j. The information

centrality of a vehicle ui at time t is:

ICi(t) =
N(t)∑n
j=1

1
Iij

(8.5)

where N(t) is the number of nodes in the network under examination at time

t, and Iij is the sum of the information in all paths between the nodes i, j. The

information contained in a path between two nodes i, j in a graph is defined

as the inverse of the length of the particular path. In contrast to betweeness

centrality, which focuses only on geodesics, information centrality is a measure

of the extent to which a vehicle has control over information flowing in all

paths (not only shortest paths) between nonadjacent vehicles in the network.
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Given the dynamics of the VANET, and the inability to create and maintain

routing states that guarantee information flows via the available shortest paths,

the information centrality thus makes an interesting metric to study. In the

example, u14 has IC14 = 0.07, whereas u17 has IC17 = 0.03

• Lobby Index [69]. The lobby index of a given vehicle ui at time t, denoted

as Li(t), is the largest integer k such that the number of one-hop neighbors

of ui in graph G(t) with degree at least k equals k. This metric can be seen

as a generalization of a node’s degree at t, conveying information about the

neighbors of the node as well (e.g., LI8 = 3 and LI15 = 2).

8.1.3 Link level metrics

The metrics of this category reflect the network connectivity over a period of time.

These metrics are critical both for the periodic single-hop broadcast primitive, where

a vehicle broadcasts its current information (location, velocity) in its direct neigh-

borhood, and also for the multi-hop geocast primitive, where several data exchanges

between vehicles take place during one communication session.

• Number of connected periods. The number of established links between a

pair of vehicles within a given time period. A connected period is the continuous

time interval during which a physical link is established between two vehicles

as a consequence of one being in the transmission range of the other.

• Link duration. The time duration of a connected period. Formally, the du-

ration lij(t) of the link from ui to uj at time t is defined as lij(t) = tc − to, if

∃eij(t), where t ∈ [to, tc] and 6 ∃eij(t′), where t′ < to or t′ > tc.

• Re-healing time. The time span between two successive connected periods of

a pair of vehicles.
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8.1.4 Component-oriented metrics

The examined metrics present the dynamic properties of components and dense sub-

graphs established inside a VANET communication graph. The existence of vehicle

communities is important in terms of information propagation, since they can act as

“data islands” in a vehicular environment.

• Number of Components. The number of co-existing, non-connected clusters

of nodes at a given instant. We define as component a connected group of

vehicles. A connected group is a sub-graph of the network such that there is a

path between any pair of nodes.

• Component Coefficient. It measures the degree to which nodes in a network

tend to cluster together.

The local component coefficient LCCFi(t) of a node i at time t (as defined

in [118]) quantifies how close the neighbors of i are to being a clique and is

defined as:

LCCFi(t) =
2|Ek(t)|

|Nk(t)|(|Nk(t)| − 1)
, (8.6)

where |Ek(t)| is the number of existing links in cluster k at time t and |Nk(t)| is

the number of nodes in cluster k at time t. LCCFi(t) has a maximum value 1

if the neighbors of i are a clique and 0 otherwise.

Accordingly, the global component coefficient GCCFk(t) of a component k at

time t is:

GCCFk(t) =

∑
i∈k(LCCFi(t))

|Nk(t)|
(8.7)

• Number of Communities [96]. The number of existing communities at a

given instant. A community is defined as a dense sub-graph where the number

of intra-community edges is larger than the number of inter-community edges.
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In order to identify communities, we transform G(t) to directed graph so as

Din
i (t) = Dout

i (t) = Di(t), where Din
i (t), Dout

i (t) is the in-degree and out-degree

of node i at time t. Formally, a sub-graph U(t) of a VANET graph G(t) at time

t constitutes a community, if it satisfies:

∑
i∈U

(Din
i (t))(U(t)) >

∑
i∈U

(Dout
i (t))(U(t)), (8.8)

i.e., the sum of all connections within the community U(t) is larger than the

sum of all connection toward the rest of graph the G(t).

• Community Modularity [96]. Community modularity quantifies in the range

of -1 to 1 the division of the graph into communities. Good divisions, which have

high modularity values, give communities with dense internal connections and

weak connections between different communities. The community modularity

Q of a network at time t is:

Qt =
1

2m

∑
ij

[Aij −
DiDj

2m
]δ(i, j) (8.9)

where Aij is an element of the adjacency matrix of the network, m number of

links and Di the degree of node i.

8.2 Analysis TestBed

This section provides an in-depth overview of the dataset used in the study of the

VANET communication graph, as well as the analysis testbed setup.
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(a) (b) (c)

Figure 8.2: Vehicular Traffic Statistics: (a) Number of Vehicles, (b) Arrival Rate
and (c) Departure Rate. (Red bars indicate the standard error between 10 different
simulator runs - Plotted every 100s)

8.2.1 Mobility Insights

In this work the TAPAS-Cologne dataset was utilized (see Section 7). For the pur-

pose of our study, we focus on the morning traffic rush-period between 6:00am and

8:00am, taking snapshots of the network every 1 second. Here we give insights on the

characteristics of vehicle mobility in this dataset.

During the 7200 second time window, approximately 75600 unique vehicles enter

and travel within the aforementioned area.1 Figure. 8.2, depicts the total number of

vehicles in the area of Cologne every 10 seconds, in conjunction with the number of

new arrivals and departures at each time snapshot. The diagram plots the average

values (and respective standard error) over 10 different simulation runs, each one with

a different random seed generator (see Sub-Section 8.4 for more info on the simulation

runs).

We observe, that the number of vehicles concurrently traveling in the area in-

creases with time with a phase-shift around 7:35am-7:40am, pertaining thus to the

characteristics of the morning rush hour that are traditionally encountered in large

cities. Arrival and departure rates, present significant fluctuations in between con-

secutive time instances during the complete 2-hour time window of our study.

1Similar traffic patterns are also encountered during the afternoon period between 5:00pm-7:00pm
where people return back home from work.
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(a) (b)

Figure 8.3: (a) Average Vehicle Speed (Km/h), (b) Vehicle density (v/200m2)

Figure 8.3(a), presents a snapshot of the traffic status at 6:30 am (τ = 1800s),

with each vehicle colored based on its instantaneous speed. By referencing the road

topology map from Figure 7.3, we observe that vehicles with significantly higher

speeds (blue color) can be found travelling on high flow freeways and arterial roads

that form concentric circles around the city center. As expected, lower speed and con-

gested traffic (green color) is found within the city center, mainly travelling on urban

and collector roads. Due to the presence of a large number of activity places such as

work offices and shopping stores, as well as the existence of several intersections that

interrupt the normal flow of traffic, as it can be seen from Figure 8.3(b) vehicular

traffic is considerably more dense in urban roads. By examining the mobility dataset

even further, we identify that in the 2-hour time frame we study, the majority of ve-

hicles have an average speed (in terms of the whole trip duration), which is less than

or equal to 45 Km/h (12m/s). Also, most vehicles have a total travel time which is

less than or equal to 14 minutes. These findings are in accordance to the curvemetric

distance2 of the 90th percentile of vehicles, which is less than or equal to 15Km. In

turn, the above indicate that the majority of vehicles in the dataset take short trips

2The distance measured between a vehicles’ starting and destination point, following the geomet-
ric shape of the underlying road topology.
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(both in terms of time and distance), and these trips traverse some part of the dense

inner city center.

8.3 Wireless Communication Technologies

Another key factor that undoubtedly determines the structure and evolution of the

VANET communication graph is the technology through which vehicle-to-vehicle

(V2V) wireless communication is achieved. Currently, the de-facto wireless com-

munication protocol for V2V is designated as IEEE 802.11p. Is an amendment to

the IEEE 802.11 standard has been proposed to add wireless access in vehicular envi-

ronments (WAVE). It defines the necessary enhancements to support data exchange

between high-speed vehicles and between vehicles and roadside infrastructure. The

IEEE 802.11p protocol is still under development and only limited trial implementa-

tions exist. To the best of our knowledge, the only available field measurements for

the IEEE 802.11p are the communication performance results in [91] from the CVIS

project.3 These results indicate that, irrespective of vehicle speed, effective commu-

nication can be achieved at a distance of 300m with a good and relative constant

data rate ( 5 Mbit/s). Our literature review, has indicated that the value of 300m

is also referenced in [124] as the indicative V2V communication distance using the

IEEE 802.11p protocol. Nevertheless, as also stated in [116], a constant unit disc

transmission coverage (i.e 300m) is far but realistic in urban environments, due to

the effects that buildings and other obstructions might have in the propagation and

strength of wireless signals. To this end, we assume the model of line-of-sight(LOS)

and non-line of sight (NLOS) wireless communication, wherein vehicles establish a

wireless link if they are within 250 and 140 meters of each other, respectively. For

3CVIS technology is using the CALM M5 ISO standard that incorporates the IEEE 802.11p
PHY/MAC
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more information on when two vehicles might have LOS or NLOS communication,

the reader is referred to [116].

8.4 Testbed Overview

Location Cologne, Germany

Trace Type Realistic
Area Size (Km) 33× 35
Average Vehicle Speed (m/s) 12.6
Total Vehicles 75570

Vehicle Transmission Range LOS:250m, NLOS:140m (802.11p)

Simulation Time 7200 sec (1000s warm-up)
Snapshots Interval every 1 second

Table 8.1: VANET Evolutionary Dynamics - Testbed Parameters

We provide the necessary input files (road map, route definitions, etc) obtained

from [115] to the SUMO simulation framework and instruct it to run 10 times, each

one with a different random seed generator. We allow a 1000 second warm-up period

at the beginning before obtaining any measurements in order to achieve some level

of stability in the network. Consequently, we study snapshots of the VANET com-

munication graph taken every 1 second. Overall, approximately 436000 snapshots of

the VANET communication graph were recorded. Table 8.1 provides an overview of

the evaluation testbed.

8.5 Observations

This section presents the findings of our study related to the laws governing the net-

working shape of vehicular connectivity by considering the realistic testbed presented

previously. Specifically, we drive our analysis, by posing a series of questions that aim

to extract a “higher order” knowledge of the time-evolving topological characteristics
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of the VANET communication graph and at the same time present the effects that

mobility has on such networks.

Note that our work does not examine the dynamics of the VANET communication

graph under the presence of medium access (MAC) problems such as contention and

interference [64]. Our work shows that, based on factors such as: (i) the mobility

pattern of vehicles and (ii) a given transmission model, there is a possibility that a

number of communication links could be established (if required) at a given point in

time. The set of all such possible links, determine the topology and characteristics

of the VANET graph, and knowledge of such information is crucial in the design/-

operation of routing and data dissemination protocols. However, the particulars of

how these links (i.e the shared medium) are accessed, is the work of MAC protocols,

something which is out-of-scope of this work.

The data analysis was performed using the VEGA framework, that is described

in Section 7.

Question #1: What is the size of the VANET and how does it behave

in the arrow of time?

(a) (b)

Figure 8.4: (a) Size of the VANET and its core, (b) Network Connectivity, across
time.
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We refer to the size of the VANET as the number of edges (i.e. potential wireless

connections) that are present in the communication graph at any given time instance.

An edge in the communication graph is formed if two vehicles concurrently moving

on the underlying road topology, are within the LOS/NLOS transmission range of

each other. As the grey-shaded plot in Figure 8.4(a) depicts, the size of the VANET

exhibits a constant and smooth growth trend across the time arrow. This trend follows

closely the one observed when exploring the number of vehicles that enter the area

of Cologne (see Figure 8.2). Conversely, the VANET size is not sensitive to the high

variability exhibited by both the arrival and departure rate of vehicles. For instance,

although we have observed that in several time instances an increase in the number

of departing vehicles can cause a decrease of the VANET size, this effect is mitigated

by the set of vehicles still in the network, whom their collective mobility profile can

cause the sustainability of current wireless links and even the establishment of new

ones. Interestingly, the VANET core4 geography, is very well embedded (overlaps) to

the underlying geography of the city center. Averaging across time, the core includes

18% of the total edges (blue-shaded area on Figure 8.4(a)) and 7% nodes available in

the network, respectively.

Question #2: How well is the VANET connected across time?

Initial insights on the global connectivity conditions that prevail in the VANET,

report that this is a very sparse network. Even in the case of our study, where we

consider 100% V2V technology penetration ratio and high vehicle density (due to

rush-period), the corresponding network density is very low and never exceeds 0.4%.

Figure. 8.4(b) plots the global network connectivity (Equation 8.2) for the 6200s we

analyze. NC is upper bounded roughly at 35% of the total number of participants

that exist concurrently in the geographic area under study. In other words, in an op-

timal global connectivity scenario, only 35% of the total vehicles in the topology can

4The core is defined here as the largest biconnected component existing in the network.

90

Nich
ola

s L
ou

llo
ud

es



exchange information either using a direct or a multi-hop communication paradigm.

The nature of NC provides a birds-eye view of the VANET capacity to facilitate

direct or multi-path inter-connectivity for its member vehicles, in the presence of

various constrains induced by a large-scale urban environment (morphology of road

topology, inter-vehicle distances, mobility patterns etc). These findings serve as a

precursor of the VANET fragmentation level and essentially indicate the necessity of

utilizing supporting mechanisms for city-wide, multi-hop and geocasting communica-

tion paradigms. For instance, the installation of fixed roadside infrastructure (V2I)

can improve link stability and also serve as gateway to long range V2V information

exchange. In addition, intelligent caching solutions can be an option given that the

application requirements permit it.

Question #3: What is the diameter of the VANET and how does it

change over time?

(a) (b)

Figure 8.5: (a) VANET Diameter in hops, (b) Geographic Diameter in kilometers, vs
Time.

From the viewpoint of complex networks, the diameter of the network is consid-

ered as the longest shortest path between any two nodes in a graph. In the case of

the VANET communication graph, the diameter provides an insight on the largest

number of vehicles, a message would need to traverse in order to be disseminated
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between any connected (directly/multi-hop) vehicle pair. Since a hop in the VANET

graph is primarily dependant on the geographic distance between the two connected

vehicles, inevitably the largest shortest path has also a geographic dimension. Hence,

we also study the geographic diameter. Figure 8.5 plots both VANET diameters,

network (left) and geographic (right), against time. Evidently, the diameter of the

VANET communication graph, as well as its geographic counterpart, exhibit signif-

icant variability in the arrow of time. Interestingly, we have identified several time

instances where the diameter can fluctuate upwards or downwards in excess of 50

hops (∼ 15Km) within just a few seconds, denoting a severe or complete change in

the structure of the largest shortest path in the VANET.

Question #4: Which factors affect the VANET diameter?

Given this diameter volatility, it is crucial to identify the factors or circumstances

that can ultimately trigger such behavior. Specifically, what causes the partial, or

total re-wiring of the largest shortest path in a matter of few seconds? Is this a

side-effect of microscopic vehicle features such as geographic location, or macroscopic

traffic patterns such as vehicle density, arrival and departure rates?

To provide answers to the above questions, we narrow down our analysis to a

smaller time window, which includes such abrupt transitions.5 Specifically, we focus

to a 180-second window, from 6:35 a.m (τ = 2100s) to 6:38 a.m (τ = 2280s). We start

by examining the macroscopic aspect as displayed in Figure 8.6, where the VANET

diameter is plotted against the VANET size, as well as the arrival and departure

rate of vehicles in the area. In real world networks that evolve over time, the graph

diameter is known to be a function of network size [78], however this norm seems

not to hold true for the case of the VANET communication graph. Looking at the

10-second interval between τ = 2170s and τ = 2180s, we observe an increase of

89 hops and 15Km in the VANET diameter and geographic diameter, respectively.

5The specific time window was randomly chosen, however such phenomena are present in several
other instances as well.
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Figure 8.6: Zoom-in to time window between 6:35 a.m (τ = 2100s) and 6:38 a.m
(τ = 2280s) (Left) Diameter and VANET size vs Time. (Right) Vehicle Arrival and
departure rate (#veh/10sec) vs Time.

Intuitively, one would expect that this significant increase in the diameter would come

as a result of an equally significant increase in the VANET size; that is, with more

links in the network, the higher the probability to have an extended communication

path (hop-wise) between a random node-pair. However, at the above time instance

this expectation falls short and breaks the norm, due to the fact that the VANET

size is reduced by 2454 edges.

Given the above observations we are thus inclined to engage in the following

argument: Despite the reduction in the number of links in the network, a significantly

larger shortest path appears at τ = 2180s which was not present 10 seconds earlier.

Given that the differences in the vehicle arrival/departure rates cannot justify the

respective shift in the VANET diameter (see Figure 8.6), is it possible that the path

appearing at τ = 2180s comes as a result of microscopic vehicle features such as their

geographic location? In other words, is it possible that these abrupt transitions of

the VANET diameter, can be primarily attributed to changes in vehicles’ positions?
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(a) τ = 2170s (b) τ = 2180s

Figure 8.7: Geographic dimension of VANET Diameter overlayed over the road net-
work. (a) Red denotes the last position of departing vehicles. (b) Blue denotes the
position of newly arrived vehicles

To examine our argument, we study the position of the departing and arriving

vehicles, during this abrupt diameter transition. Red color nodes in Figure 8.7(a)

depict those vehicles that will depart the network at τ = 2170s. Respectively, blue

color nodes in Figure 8.7(b) depict those vehicles that will enter the network at

τ = 2180s. At first sight, one can easily observe that the position of several vehicles

at τ = 2170s is such that their departure can have an adverse effect on the structure

(and length) of the largest shortest path. Specifically, a subset of the departing

vehicles can be seen as structural components of the largest shortest path (circled

nodes in Figure 8.7(a)), and undoubtedly their removal can cause a fracture in the

path itself. Indeed, at τ = 2180s we observe the segment within the circled area

being rewired via a different road path (see inset plots), yet retaining its geographic

proximity to the previous layout. On one hand this rewiring indicates that there still

exist sufficient wireless links in the vicinity to allow the repair of connectivity gaps,

while on the other hand they convey the message that departing vehicles alone are

not sufficient to cause heavy alterations in the VANET diameter structure.
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Moreover, we observe a significant and simultaneous extension of the VANET

diameter both towards the north-west and south-east regions of Cologne. Evidently,

these extensions cannot be attributed to the set of arriving vehicles since only a small

fraction of those actually coincide with the newly formed largest shortest path. Our

analysis has identified that these extensions are caused by changes in the internal

structure of clusters present in the network, particularly the fusion of smaller clusters

with the largest cluster in terms of membership.

(a) τ = 2170s (b) τ = 2180s

Figure 8.8: Spatial representation of the Top-5 components (membership size) present
in the VANET. Each color denotes a different component.

Figure 8.8 presents the shape (concave hull) of the Top-5 clusters in the VANET

by considering their size. As we can see at τ = 2180s, the green, magenta and blue-

colored clusters that were previously present at τ = 2170s, are now merged into one

very large cluster (red color) that has an extensive geographic reach. Thereby, we

can conclude that differences in the VANET diameter are primarily the combined

effects of individual vehicle mobility, where in several nodes unawarely function as

bridges among distinct components and ultimately have a strong impact on the global

network topology.

On top of the previous findings, it is important to note that this variability of

the shortest path is not an isolated phenomenon, rather it can be observed also in
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the Top-5 shortest paths (in terms of length). This indicates that the structure of

communication paths in the VANET (not only for geodesics necessarily), is highly

volatile and eventually can cause the degradation or even hindering of multi-hop data

dissemination.

Question #5: What is the average Degree of Separation? Does it

exhibit Small-World properties?

Similar to the network diameter, the average degree of separation among vehicle-

pairs in the VANET exhibits high variability across time, with values ranging roughly

between 8 and 67 hops. Moreover, there is significant variance between the separation

of different pairs within a given time instance, indicating the lack of uniformity in the

length of the existing communication paths in the network. Additionally, the average

degree of separation does not change proportionally to logN , where N is the number

of nodes in the network, thereby concluding that large-scale, urban VANETs do not

satisfy the feature and properties of small-world networks.
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Question #6: Is node degree dependant on the underlying road topol-

ogy?

(a) (b) (c)

(d) (e) (f)

Figure 8.9: Spatial representation of vehicle location colored according to node degree.
From upper-left: τ = 1000− 3500s in 500s increments. Circles depict the location of
large overpasses in the road network.

The diagrams in Figure 8.9 exhibit time-separated snapshots of vehicle positions

while being driven on the road network of Cologne. Each vehicle is colored according

to its individual node degree in the VANET communication graph. Circles denote

underpasses/overpasses or exit ramps that enable vehicles transition to higher/lower

grade roadways. As the day progresses and even more people commute towards the

city center, there is a higher probability to establish V2V links, thereby the average

node degree increases. Likewise to [93], our analysis demonstrates that the spatial

distribution of node degree is not uniform throughout the topology. The VANET can

be characterized as a very heterogeneous network, where isolated nodes (no neigh-
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bors), and nodes with over 100 neighbors that resemble to traditional “hubs”6, can

coexist in unity. Specifically, our analysis indicates that node degree is dependent on

the proximity of vehicles to different features of the underlying road network. The

majority of vehicles with lower degree (green to light blue color) can be encountered

on freeways and collector roads. Multi-lane, high capacity freeways, enable neigh-

bouring vehicles with the same direction and relative velocities to travel in platoons

for a prolonged period of time. This mobility pattern fosters the establishment of a

number of connections (on average between 13 and 17) among vehicles driving in the

same or adjacent lanes towards the direction of travel, resulting to the degree distri-

bution visible in the outer parts of the city. On the other hand, the reduced 1-hop

connectivity on collector roads comes as a result of the low-to-moderate capacity of

the roadway itself and also the presence of intersections, round-abouts and stop-signs

which interrupt the continuous traffic flow.

Nevertheless, the degree of vehicles travelling on high capacity roadways is more

stable over time, due to the fact that such connections are long-lived - vehicles tend to

use freeways and arterial roads to cover large distances, thereby committing to longer

travel times. An exception to the above occurs whenever vehicles approach various

overpasses or exit ramps. In the case of Cologne, such high density road features are

responsible for causing spikes in the temporal distribution of degree and in certain

occasions some vehicles are able to establish a connection with up to 122 neighbors.

However, it is extremely likely that these highly connected vehicles will return to a

quasi-isolated state shortly after traversing the overpass or exit ramp.

Moving towards to the city center and particularly on urban roads, the node degree

tends to increase substantially (darker green - blue) primarily due to the increased

traffic density and lower speed limits. These factors enable vehicles to connect with

6In traditional complex network theory, hubs are defined as those nodes with degree equal or
larger to an order of magnitude higher than the average node degree. However, in the case of the
Cologne VANET, vehicles with such a degree magnitude were not identified.
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Road Type Min Max µµµ σσσ

Freeway 0 101 13.7 34.0
Arterial 0 122 17.0 34.0
Collector 0 114 9.9 22
Urban 0 115 8.1 19

Table 8.2: Aggregate Vehicle Degree statistics for the different road network features.

an increased number of other vehicles being driven in the same or opposite directions,

or even on various intersecting roads. However, the presence of intersections and the

dense road topology with rapid transition in-between LOS/NLOS communication,

makes these connections short-lived. Consequently, the degree of vehicles in these

roads across time exhibits high variability. Table 8.2 presents a summary of vehicle

degree statistics for each of the road features. These statistics are aggregated for the

whole 6200s of our analysis.

Question #6: Does the node degree exhibit the properties of scale-free

networks?

(a) (b)

Figure 8.10: (a) Cumulative and Complementary Distribution Functions of Node
Degree, (b) Power-Law fit.

Figure 8.10(a) presents, the Cumulative Distribution Function (CDF) and the

Complementary Cumulative Distribution Function (CCDF) of the degree distribution

of vehicles in the VANET communication graph, aggregated over all snapshots in the
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6200s interval we study. 50% of the vehicles have a degree of approximately 10 or less,

while 90% of the vehicles have a degree of 25 or less. The degree distribution plot is

in accordance with our previous findings, indicating the heterogeneity of the VANET

which can simultaneously accommodate isolated nodes, and nodes with 120 neighbors.

Examining the degree distribution even further, we make the observation that it does

not follow a power-law for any value of the penetration ratio, consequently making

the VANET not scale-free.7 Counter-intuitively, we would expect to observe some

closeness to scale-free networks, under the assumption that vehicles in the proximity

of a densely populated intersection, could serve as hubs due to the benefits of the

extended range of LOS communication in all directions. In addition, such hubs could

mediate large path lengths between other node pairs. Indicatively, these findings

are depicted by Figure 8.10(b), which plots (on log-log axes) the vehicle degree data

(aggregated over all the time period) and a power-law distribution fit.

Question #7: What is the fragmentation level of the VANET?

(a) (b)

Figure 8.11: (a) Number of Components, (b) Number of Vehicles, vs Time. Isolated
vehicles not considered as components.

When discussing the fragmentation level of the VANET, we refer to the num-

ber of weakly-connected components that are concurrently present in the network.

7The Power-law Distributions fitting were calculated using the tools developed by A. Clauset,
C.R. Shalizi, M.E.J. Newman - http://tuvalu.santafe.edu/ aaronc/powerlaws/
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Initially, the number of components, provides a high-level view of how many vehi-

cles can exchange information with each other, either using direct or indirect links.

According to Figure 8.11(a), the VANET exhibits noteworthy fragmentation, since

no less than 480 individual components are present in the network at any given in-

stance. Inevitably, this decomposition of the network into different groups introduces

communication gaps and eventually renders cross-network, multi-hop communication,

inadequate for data dissemination. On this account, carry-and-forward are indispens-

able for inter-component information exchange caching mechanisms. Nonetheless we

observe 3 different temporal phases in component population evolution, that match

closely the evolution of vehicle population. The 1st phase (left green shaded area)

exhibits a growth trend, wherein the arrival of new vehicles (∼ 7500vehicles) in the

topology sparks the creation of additional small components (both temporally and

spatially). Specifically, in this 1st period the majority of components are comprised

of 3-4 vehicles only and cover, on average, a geographic area less than 15m2.

During the 2nd phase we observe a relative stability in the component population

growth, where newly arrived vehicles (∼ 7500 − 8500vehicles) do not create addi-

tional components, but rather join existing ones. As the day progresses and existing

components become even larger in terms of membership, they are fused with other

smaller components in the vicinity, extending thus their corresponding geographic

coverage.

Figure 8.12 visualizes this phenomenon, by plotting the Top-100 largest compo-

nents in the network for two time instances, 100s apart. Each circle denotes a distinct

component, with the diameter of the circle corresponding to the size of the component

in terms of vehicle population. The center of each circle is the geographic centroid

of the component, computed by calculating the coordinate-wise mean of member ve-

hicles. At τ = 2000s (right plot), the geometric size of several components present

in the VANET gets larger due to an increase in their membership. Similarly, other
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(a) τ = 1900s (b) τ = 2000s

Figure 8.12: Top-100 Components Size - Circle diameter corresponds to the relative
component size.

clusters that were not visible at τ = 1900s because of their small size are now easily

recognizable. Interestingly, Figure 8.12, illustrates the existence of a single, very large,

component in the center of the Cologne area. The particular component appears in

the network 97% of the time window we are studying. As later explained, its size

remains relatively the same after the above threshold vehicle density is achieved.

Finally, the phase-shift point in vehicle population (τ = 5800s) triggers the 3rd

phase in the component population evolution. As the rush-period moves towards the

end, the resulting vehicle density is not sufficient to accommodate strong connectivity

across the various existing large components, therefore causing fragmentation and

reduction in the overall population.

Question #7: What is the component size distribution in the VANET?

Before capturing and examining the properties of the very large component pre-

sented earlier, it is important to gain some useful insights on the distribution of

component size in the network. As mentioned, the VANET exhibits a strong frag-

mentation with several components being simultaneously present in the communi-

cations topology. Thereby, we would like to know how large these components can
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(a) (b) (c)

Figure 8.13: Cumulative and Complementary Distribution Functions of (a) the com-
ponent size, (b) geographic coverage area, (c) Top-2 Component Size vs Time.

get (in terms of their membership) and ultimately what is their span in terms of the

underlying geography.

Figure 8.13(a) plots the Cumulative Distribution Function (CDF) and the Com-

plementary Cumulative Distribution Function (CCDF) of the component size, for

different time instances. In contrast to [93], our work does not consider isolated ve-

hicles (i.e singletons) in the study of VANET components, since communication of a

vehicle with itself is meaningless. The VANET includes both small and large compo-

nents, with 40% of those being components established among just two vehicles, while

90% of them are comprised by 15 vehicles or less. Yet, the exceedance (long tail) of

the distribution depicted in the respective CCDF, conveys the simultaneous presence

of certain components that are very large, and can host up to 1000 vehicles. In ad-

dition to these very large components, our study captures the existence of a single,

exceptionally large component in the VANET. This component can have up to 2500

member-vehicles, albeit it appears with a lower probability. As Figure 8.13(c) depicts

there always exists one very large component (K=1) which is, in fact, a Giant com-

ponent since ∼ 93% of the time its size surpasses the threshold Gthld = (V (t)× 0.1),

where V is the total number of vehicles in the network at time t. In contrast, the

2nd largest component (K=2) is significantly smaller, connecting approximately up
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to 700 member-vehicles and can be characterized as a giant component only for a few

time instances.

Furthermore, we examine how these heterogeneous components scale in terms

of the geographic area they cover. Figure 8.13(b) shows the CDF and CCDF of

the coverage region, calculated using the convex hull of each component. 37% of

the components present in the VANET cover an almost negligible geographic area

less than 15m2, conveying that the 3-4 vehicles comprising them are in very close

proximity of each other. Approximately 70% of such small clusters are primarily

encountered in urban roads near the outskirts of the city, where the specifics of

the road-network topology (i.e. low vehicle capacity, small road-segment lengths

and presence of intersections) encourage tight inter-vehicle distances. Coupled with

the reduced vehicle density that characterizes such areas, the size and geographic

coverage of the components formed can become very restricted. The remaining 30%

of small clusters comprise vehicle platoons travelling on high speed freeways, with

inter-platoon distances larger than 250 meters, which is the maximum transmission

range in LOS. Consequently, vehicles travelling in such areas, should not expect to

establish and maintain communication sessions with a large number of other vehicles,

either utilizing broadcast or multi-hop communication paradigms.

Conversely, as the geographic coverage of components increases, we observe a

different spatial distribution across the area of Cologne. While 90% of these geo-

graphically larger components cover an area less than 56000m2, now they are found

with higher probability on roads close to down-town. This transition period is in line

with the commute habits of people during the morning rush hour, where the majority

of vehicular traffic traverses initially arterial and collector roads prior to exiting and

spreading to urban roads so as to reach various activity areas (i.e workplaces, stores,

amenities, etc) within the city core. The increased vehicle density encountered in

these moderate-to-high capacity road structures, in conjunction with minimal travel
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flow interruptions, results to unhindered inter-vehicle communication that in turn

facilitates the establishment of larger moving components. As vehicles travel towards

the city center, their associated components follow in unison and on the way they

merge with other vehicles (and/or components) eventually causing an even further

growth.

Question #8: What is the structure of components in the VANET?

What is the level of internal connectivity?

(a) (b) (c)

Figure 8.14: (a) Global Component Coefficient vs Time, (b) Global Component Co-
efficient averaged over all Degree K nodes, (c) CDF and CCDF of Local Component
Coefficient

Now that we know that the VANET is highly partitioned into a large number

of components, we would like to examine how well these components are connected

internally. In other words, are these components knit in a way that can easily facilitate

data dissemination to a large number of audience? The global component coefficient

GCCF depicted in Figure 8.14(a) provides an indication about the richness of the

overall VANET connectivity by averaging the local component coefficients (LCCF (i))

of each individual vehicle. Specifically, it expresses the probability that two vehicles

connected to a common vehicle, are also inter-connected themselves. On first sight,

the VANET looks to be well-connected even in the early morning hours, where GCCF

has its lowest value of 0.67. Taking this instance as an example, if a vehicle i received

a message from a neighboring vehicle j, then there is 67% probability that other

vehicles within the communication range of i, will receive the same message from j.
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Eventually, as the day progresses towards 7:00a.m and vehicular traffic around the city

of Cologne becomes more dense, then the GCCF gradually increases and stabilizes

to 0.73.

(a) (b) (c)

(d) (e) (f)

Figure 8.15: Spatial representation of vehicle location correlated with: (Top) LCCF ,
(Bottom) LCCF weighted with Degree. From left to right: τ = 1000s, τ = 2000s,
τ = 3000s.

Nevertheless, from the previous discussion regarding the size of components, we

can see that 50% of the overall VANET components are comprised of 4 or less vehicles.

Given that the spatial dispersion of vehicles participating in these components is

small, the probability of cliques or almost-cliques being formed, is not negligible.

Inherently, members of cliques are characterized by LCCFi ≈ 1.0, therefore one can

claim that this high connectivity reported by the GCCF behavior is biased. To

investigate this, Figure 8.14(b) plots the GCCF , averaged over all degree-k nodes

(x-axis in logarithmic scale). The diagram refers to the VANET at τ = 1500s and
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τ = 3500s with GCCF equal to 0.63 and 0.69, respectively.8 Evidently, vehicles

with a low degree, which constitute the majority of the VANET participants, do

not inflate GCCF . On the other hand, the small fraction of vehicles that exhibit

high node degree are connected with other high degree vehicles, which themselves are

also connected to other high degree vehicles. These findings can be visualized better

through Figure 8.15. More specifically, the diagrams provide a spatial representation

of vehicle location at different time instances. On the top row, vehicles are coloured

based on their respective LCCFi, alone. Given the predominance of red-to-orange

coloring, overall it looks like that the vehicles tend to knit tightly among them,

regardless of their position or the underlying road type. However, if the LCCFi is

weighted with the degree of each vehicle, as depicted on the bottom row diagrams, we

observe that strongly connected vehicles (and corresponding components) are found in

the vicinity of road features that allow the formation of several wireless links and thus

cause high degree. For instance, the various areas around the center where nodes are

colored red, are major under/overpasses that are responsible to funnel traffic from

freeways to arterials, or vice-versa. These ramps (often stacked in multiple levels)

usually provide un-obstructed LOS to two or more high capacity road types and

are often points of congestion. Subsequently, vehicles occupying them are presented

with increased opportunities to establish inter-connections. The areas within the city

center where red-color nodes exist are complex intersections with 3-ways or more.

Question #9: Where are giant clusters located? Does their location

change in time?

Returning back to the study of the giant component, we would like to know where

such structures can be found in the underlying topology and how their location shifts

with time. Having such knowledge at hand is beneficial to communication protocols,

mainly in situations where complete or partial VANET topology information is un-

8To maintain the clarity of the figure, we present only the two particular time instances. However,
this behavior is evident throughout the time window of our study.
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(a) (b)

Figure 8.16: Temporal Evolution of Giant Component in terms of: (a) Geographic
Area Coverage and (b) Coordinate Centroid.

available. Such details ultimately enable various protocols to approximate the rough

geographic boundaries of the giant component, by employing only historical traffic

statistics. Since the giant component is strongly connected internally, these approxi-

mations allow protocols to decide whether or not they are located within a region that

favors multi-hop data dissemination. Figure 8.16(b) provides a visualization of the

underlying road topology, overlayed by different points that correspond to the geo-

graphic centroid of the giant component. Here, the centroid metric is utilized since it

can serve as an anchor point from which the giant component materializes. Note that

each centroid point is colored in respect to time. During the early phase of the morn-

ing rush hour, the giant component evolves adjacent to arterial and collector roads

that transfer commuters from the outer parts of the city and the suburbs towards the

center. In these early times, the giant component centroids are spatially dispersed,

and circulate both the eastern and western parts of the city where such road features

can be found. The alterations between the different parts of the city, come as a result

of the border effects in terms of component size, where at one particular instance a

component at the eastern part of Cologne is larger by a small margin than another

component at the western part, or vice-versa. When vehicle density is increased and

108

Nich
ola

s L
ou

llo
ud

es



(a) (b) (c)

Figure 8.17: Centralization of the Giant Component. (a) Betweeness, (b) Closeness,
(c) Information. As values tend to 0, the VANET becomes more homogeneous in
terms of node centrality.

subsequently stabilized in the down-town area, the giant component centroids move

in and remain concentrated in the center of the road network.

Question #10: What is the geographic area coverage of the giant com-

ponent? How does it evolve in time?

Figure 8.16(a) illustrates the geographic area coverage of the giant component

across time. The coverage area is reported in m2 and the y-axis is plotted in loga-

rithmic scale. Given that the whole road topology size is 33Km × 35Km, the giant

component can cover between 1% and 4% of the city of Cologne. The spatial cov-

erage grows in the early phase of the morning rush-hour when vehicle density is

increased. As in the case of the component membership, after the mark of ∼ 7500

vehicles (τ = 1900s) in the network is achieved, the geographic area coverage starts

to stabilize with smaller variations. In contrast to smaller components in its vicinity

that continue after this instance to change both size and coverage, the giant compo-

nent remains relatively constant and always encapsulates instances of the four road

features.

Question #11: How central are VANET nodes, and where central nodes

can be encountered in the road network?

Considering the prominent presence and geographic coverage of this giant compo-

nent, we then examine the importance and particularly the centrality of its member
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vehicles in the communication graph. Figure 8.17 depicts (y-axis in logarithmic scale)

the centralization of the giant component for the three centrality metrics we consider

in our analysis; betweenness (CB), closeness (CC) and information centrality (CI),

respectively. The centralization metric is a group-level metric that provides insights

on the heterogeneity of the network. When the centralization attains its minimum

value of 0, all members have exactly the same centrality index, that is the network is

homogeneous. Conversely, as the centralization value tends to 1 the network becomes

less homogeneous and thus more centralized.

With the exception of CB, the remaining centrality measures exhibit a similar

downwarding slope that conveys the temporal tendency of the giant component to-

wards decentralization. Members of the giant component, are significantly heteroge-

neous in terms of their betweenness indices, especially prior the mark of τ = 2200.

During this early phase of the morning rush hour, we identify a number of vehi-

cles who control up to 52% of the geodesics - that is, the shortest path(s) between

nonadjacent vehicles - present in the giant component. As it can be seen from the

respective plots in Figure 8.18, interestingly all of these high betweenness centrality

vehicles are located on urban and collector roads in a distance of ≤ 6Km from the

city center. Nevertheless, even during this period, vehicle mobility dynamics cause

the giant component to alternate between states of centrality homogeneity and het-

erogeneity in a matter of a few seconds. As a result, vehicles that were previously

identified as “central” to information communication within the network can often

get demoted to ordinary nodes within 10-20 seconds, or vice-versa.

After τ = 1900s, network centralization starts to decrease as a consequence of the

giant component enlargment. Particularly, as its membership increases while being

fused with smaller components in the vicinity, a number of new paths between the

nonadjacent members of the giant component are introduced. Additionally, this re-

structuring process invokes the re-wiring of existing paths. Inevitably, the geodesic(s)
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(a) (b) (c)

Figure 8.18: Centrality correlation with vehicle distance from city center: a) Betwee-
ness, (b) Closeness, (c) Information. Data points are an accumulation of the 3600s
we study.

between these nonadjacent vehicles have to go through additional intermediary ve-

hicles, which themselves are also members of the giant component. Due to the fact

that more and more vehicles now have some control over the information flows in the

network, the betweenness score of these vehicles increases, in turn causing the global

network centralization to decrease.

The giant component is quite homogenious in terms of closeness and information

centrality of its members, since both of these metrics continuously exhibit a very

low centralization (� 0.1). From the closeness perspective, there is a general trend

that shows the inability of the network to support fast information spread, due to

the large communication distances (hops and underlying geography) between vehicles

connected via multi-hop links. Figure 8.18, shows the existence of a small number of

vehicles that are somehow central since they have short distances to their nonadjacent

neighbors. However, this effect decays almost exponentially as mobility takes them

farther away (≥ 2Km) from the city center. Likewise, from the information centrality

perspective, very few vehicles can be deemed as central when it comes to controlling

information flows over all communication paths (including geodesics) and again they

are restricted within an even smaller distance from the city center.

Question #12: Does the VANET contain communities?
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(a) (b) (c)

Figure 8.19: Cumulative and Complementary Distribution Functions of (a) Commu-
nity size and (b) Duration of continuous connection of “good” communities with the
core. (c) Similarity coefficient of largest community.

We use the Girvan-Newman community detection algorithm [38]. We observe that

the VANET exhibits strong modularity Qt ≥ 0.92 across time, indicating therefore

a strong division of the network into communities with more dense inter-connections

among their member vehicles. Specifically, 90% of the time instances we study indi-

cate the presence of more than 560 distinct communities in the VANET. Nevertheless,

as illustrated by the CDF in Figure 8.19(a), the majority of those communities are

relatively small in size and rarely exceed 35 vehicles. According to the inset CCDF

however, roughly 2% of the total communities detected in the VANET have more

than 100 member vehicles and even so we note the existence of a single community

that can grow significantly larger in respect to its counterparts and can reach size

scales of up to 1400 members. A closer inspection using spatial analysis, indicates

that this large community on most occasions is anchored near the city center where

the majority of traffic is located. However, we noted several instances, where the

location of this community shifts abruptly in a manner that minimally covers the

area around the center.

Interestingly, the VANET satisfies the community profile of real-world networks,

such as the Power Grid, that are embedded into low-dimensional geometric structures

(i.e surface of the earth). According to such networks that were studied extensively

in [80], “good” communities in the VANET - that is, highly inter-connected sets of
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vehicles - have a size scale of roughly 200 nodes, with this finding remaining quite

consistent throughout time. These smaller communities are tenuously connected to

the core of the VANET, oftentimes with just 1-2 wireless links. As the CDF in

Figure 8.19(b) illustrates, the duration of a continuous connection of such periph-

eral communities with the core, rarely exceeds 20 seconds. Nevertheless, their dense

structure allows them to act (even in isolation) as “data-islands”, facilitating thus

spatio-temporal information replication and maintenance during broadcast of geo-

graphic hovering communications.

As communities cross over the size scale of 200 nodes and gradually get larger

and larger, they become less and less community-like (i.e. transition to sparsely

connected state) and fuse with the network core. However, this transition to a sparsely

inter-connected state, does not negate the fact that such communities can indeed

continue supporting communication and be effective spatial information maintainers.

Figure 8.19(c) depicts how similar9 in terms of vehicle membership, is the largest

community across time. We observe that after a particular traffic density is reached,

more than 5% of its member-vehicles are constantly the same in between consecutive

time instances. Hence, once identified, these are the vehicles that can be entrusted

with the task of information storage and replication for a particular time frame.

Question #13: What are the lifetime characteristics of links in the

VANET?

Link level analysis of the VANET communication graph contributes to the pre-

diction of the network-link lifetime. The number and duration of connected periods

between any two vehicles, as well as the duration between successive connected pe-

riods is influenced by microscopic mobility characteristics as well as the underlying

road network. To this end, Table 8.3 present the link-level statistics of the VANET

members in the city of Cologne.

9Similarity here is obtained by iteratively calculating the Jaccard similarity coefficient of the
largest communities between two consecutive time instances.
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Cologne VANET
Min Max Mean Median

Number of Connected Periods 1 8 2.2 2
Link Duration 1 sec 560 sec 322.7 sec 301 sec
Re-Healing Period 1 sec 980 sec 121.16 sec 117 sec

Table 8.3: Link level statistics.

Intuitively, higher traffic densities result to smaller spatial inter-vehicle distances

and thereby increase the time period in which two vehicles are in range of each

other. Consequently, this allows established wireless links to have a longer duration.

An increased link duration reduces the number of connecting periods between the

two vehicles and consequently minimizes any overhead imposed by the process of re-

establishing connections. Higher link durations are therefore encountered particularly

in arterial and freeways, where the characteristics of these roadways do not cause links

to break often. We observe that the number of connected periods for vehicles being

driven on urban and collector roadways is almost 3x as their above counterparts,

however with smaller re-healing durations.
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Chapter 9

Urban Traffic Sensing and

Acquisition

Here we lay the groundwork for V-Radar, a vehicular traffic information query pro-

tocol for urban environments based on V2V communication. In contrast to other

approaches in the literature that aim to obtain traffic information on singular roads,

V-Radar enables the querying and acquisition of traffic information along a compos-

ite road-path, starting from a vehicle’s current position towards its final destination.

Specifically, V-Radar is able to query not only the initially selected road-path, but

also a number of alternate paths that lead to the vehicle’s destination. This allows

the driver or the in-vehicle navigation system to establish a more broad and complete

view of the traffic conditions that will be encountered further ahead. Such knowl-

edge can be extremely valuable in the process of calculating a more optimal route to

the destination in terms of travel time. Furthermore, this work proposes a number

of components for V-Radar that can work in tandem so as to maximize the num-

ber or road-paths monitored, whilst keeping wireless transmissions and bandwidth

utilization at the minimum. Specifically the contributions of this work are:

115

Nich
ola

s L
ou

llo
ud

es



• We define the problem of identifying in real-time, in the absense of an infrastruc-

ture navigation service, the set of road-paths among any two road intersections,

that if followed will result in reduced travel times. To identify such road-paths

we utilize location-dependant queries.

• We propose V-Radar, a traffic information query protocol for urban environ-

ments using V2V communications. The advantage of V-Radar over related

works is its ability to monitor the prevailing traffic conditions in a number of

road-paths from a vehicle’s current location towards its final destination using

location-dependant queries.

• Using realistic trace-driven simulation studies, we show how V-Radar even in its

simplest form has a significant performance advantage over existing vehicular

traffic query methods available in the related literature.

Information regarding the underlying road-network topology is provided to the

vehicle through on-board preloaded digital maps, while its current geographic location

is obtained via the Global Positioning System (GPS). Such maps are enriched with

historical statistics that exhibit the traffic conditions of the road-network at different

times of the day.

Figure 9.1: Caching Sensed Traffic Information

Each vehicle encompasses a local cache where it temporarily maintains vehicular

traffic information sensed through received beacons from the roads that have been

traversed. For example, as shown on Figure 9.1, two new records are created in each
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vehicle’s cache upon entering a new road. One record is for Road segment Ae and one

for Road segment Aw.1 Whenever a beacon is received from a neighboring vehicle,

the respective road records are updated based on the value of rid - vehicle’s 1 cache

contains entries for both Road Ae and Aw through the beacons of vehicles 3 and 2

respectively.

Obviously, the decision to follow the shortest road-path(s) in terms of geographic

distance does not necessarily guarantee a reduction in the total commute time towards

a specific destination, since the prevailing traffic conditions might dictate otherwise.

For instance, if several roads in the shortest geographic road-path exhibit high vehicle

density and low average speed, this will eventually result in a higher total travel time

than if following another road-path with sparse traffic.

Therefore, an IVC-enabled vehicle can provide its driver or the on-board naviga-

tion system with the necessary traffic information required to make the aforemen-

tioned decisions by issuing location-dependent traffic queries to other vehicles.

Figure 9.2: Querying for Traffic Information using V-Radar

1The subscript next to each road denotes traffic direction: “e” for eastbound, “w” for westbound.
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9.1 V-Radar: A Vehicular Traffic Query Protocol

for Urban Environments

The aim of V-Radar protocol is to support the generation, dissemination and resolu-

tion of such location-dependent traffic queries in a manner that resembles a forward-

scan radar, similar in concept to the radars used in maritime or aviation activities

to detect the presence of obstacles that might block the normal course of a vessel

or an aircraft. In the context of V-Radar such obstacles are considered to be traffic

build-ups or congestion, which as aforementioned can cause severe delays.

The concept of V-Radar is explained with the following example. We assume

that vehicle X on Figure 9.2 is driven eastbound on Road A and wishes to follow

the road-path to its destination Y with the minimum travel time. We also assume

that X currently follows the shortest geographic path towards Y suggested by the

on-board navigation system. However, X would also like to know the prevailing traffic

conditions for the other available road-paths (with larger travel distance) to Y , in case

a route change is required. Through its knowledge of the road network, the on-board

computer of X can calculate and consequently rank the K possible road-paths in

terms of the geographic distance from the next intersection to the intersection which

is closest to Y .

Upon entering Road A, X issues LookAhead (L) traffic information queries at a

selected rate (R) towards all the calculated K road-paths. We envision LookAhead

queries as radar pulses that travel towards a specific direction and as soon as they

hit on a surface (i.e. a moving or stationary object) they are reflected back towards

the source. Hence, LookAhead queries are propagated to a certain depth L in each of

the identified road-paths and collect the traffic conditions of all the roads up to and

including the specified depth.
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Therefore, if X would like to know the traffic conditions in all the road-paths

up to 2 roads ahead of its current position, then the look ahead value will be set to

L = 2 and the following traffic queries (Q) will be generated: Q1 : {Roads B,D, I},

Q2 : {Roads E,G, I}, Q3 : {Roads E, J,K}, Q4 : {Roads E,H,K} and Q5 :

{Roads C,E,K}.2

Consequently, each query is propagated in a multi-hop fashion to each individual

road in a given path, where the required traffic information is retrieved either with

on-the-fly cooperation of other vehicles on location (i.e. the concept of VAHS in [42])

or from vehicles’ cache. Upon reaching depth L and retrieving the required traffic

information query replies are routed back to X. This query cycle process iterates

until X reaches its destination Y .

9.2 Problem Formulation

A road-network can be considered as a directed graph G = (V,A), where intersections

or end-points (dead-ends) correspond to the set of vertices’s V = {vi} and roads to

the set of arcs A = {aij}. Two nodes vi and vj can communicate directly with each

other, if they are connected by an arc aij and no other intersection or end-point exists

in-between them. A path Pij is a unique, alternating sequence of connected nodes

and arcs in G that starts from vi and ends at vj. D(Pij) is the length of path Pij.

Consequently, P denotes a set of paths that can be defined in G = (V,A) from vi

to vj. To this end, a road-path is considered as the list of roads - and by definition,

intersections - that a vehicle has to traverse in order to travel from one intersection

to another intersection. Taking under consideration the historical traffic statistics,

each arc is attributed with the average speed ū and average vehicle density ρ̄ of the

respective road.

2Note: Although overlapping road-paths are possible and will be identified (i.e {B,D, I} and
{B,D,G}), in the example we deal only with distinct, non-overlapping paths.
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Let tPij
be the time it takes to travel from node vi to node vj in any path Pij.

Since travel times are influenced from static parameters such as the road length

but also by the dynamic traffic conditions (average speed, vehicle density, traffic

light queues, etc.) vehicles would like to identify the set of road-paths from node

vi to node vj Sij = {P 1
ij, P

2
ij, P

3
ij, . . . , P

K
ij } ⊆ P towards their destination such that:

tPn
ij
≤ tPn+1

ij
, for any n ∈ {1, . . . , K − 1}.

A naive assumption would be that to discover these road-paths and construct

Sij, a vehicle should firstly calculate all the possible geographic shortest paths and

subsequently generate and transmit the necessary traffic queries towards them so as to

acquire the necessary information for the calculation of tPij
. However, due to various

constraints such as query-reply delay thresholds, size of the road topology, vehicle

density and the VANET connectivity status, querying the traffic conditions of: i) all

paths Pij ∈ P and ii) consequently all roads (whole length D) of any individual path

Pij, is by no means scalable and with very high probability will lead to inaccurate

or out-of-time results. Therefore vehicles should be able to estimate the number K

of paths to be queried and additionally up to what depth L of each Pij, LookAhead

queries should be propagated in order to meet constraints such as the above.

Moreover, due to the high dynamics of vehicular environment where the condi-

tions on any given path can change abruptly, one may assume that a high query

generation rate R would be required to capture traffic accurately. However, in an

urban setting where a large number of vehicles are continuously competing for the

VANET resources, it is crucial to be prudent in the use of the wireless channel and

thereby refraining from transmissions in a selfish manner.
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Figure 9.3: V-Radar Architecture

9.3 Objective

The objective of the V-Radar query protocol is thus to provide the necessary mech-

anisms that enable: i) the sustainability of an acceptable traffic query-reply delivery

rate and ensuring any delay thresholds are met, ii) the maximization of the number

of alternate road-paths (max(K)) and roads (max(L)) to be monitored, whilst iii)

minimizing wireless transmissions and bandwidth utilization.

9.4 V-Radar Architecture

This section introduces the V-Radar architecture. Its modular design is such that

it allows the use of various components that can collectively realize the V-Radar

objective. As Figure 9.3 depicts, V-Radar runs on the application layer of the vehi-
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cle’s on-board computer therefore it can utilize the underlying routing and transport

protocols. Below the function of its individual modules is explained:

Road-Path Span (K) Estimator Module

It is evident that monitoring the traffic conditions of all available paths towards

the destination does not scale in the real-world. Besides the unknown number of

road-paths which might be available, the resulting overhead that will be imposed

in the VANET from such an attempt will be forbidding. The Road-Path estimator

function is to identify the critical value K, that is which and how many of the available

road-paths towards the destination will be queried. It interfaces with the Navigation

system in order to be aware of the road topology and various driver preferences (e.g.

maximal deviation in terms of geographic distance from the initially selected road-

path, willingness to use road-paths with bridges or tolls, etc). The K estimator can

additionally utilize information items from the Traffic Information Cache (see below)

to assist in the estimation process. For instance, knowing from past queries that

the traffic conditions of a particular road-path exhibit variability below a certain

threshold, then that road-path can be queried on a less frequent basis.

LookAhead (L) Estimator Module

The L value and specifically how deep a road-path will be queried has a crucial

role on the correctness of the information that V-Radar will provide to the driver.

Querying too shallow might lead to a horizon effect where a congestion further down

the path might not be identified. On the other hand, querying too deep in the path

introduces the risk of a packet loss due to network fragmentation or the violation of

query-reply delay thresholds.

Query Rate (R) Estimator Module

To maintain an update view of the traffic conditions in the identified K road-paths,

new query messages need to be dispatched periodically. Nevertheless, the new query

generation rate depends on the existence of several constraints that must be taken
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under consideration. For instance, vehicle speed and/or current road length impose a

time constraint on when the next junction will be reached. In a higher vehicle speed

and small road length setting, queries need to be generated at an increased rate. On

the other hand, consideration needs to be given on the number of neighboring vehicles

that compete for the wireless medium and which can influence the number of message

lost due to possible packet collisions.

Data Aggregation Module

It is possible that several of the identified K road-paths will be overlapping. In

such cases “duplicated” query messages will be generated, causing unnecessary uti-

lization of the wireless medium. The function of the Data Aggregation module is

to identify such situations and provide the necessary mechanisms that facilitate the

aggregation of query information in a single message such that duplicates are avoided.

Traffic Information Cache (TIC)

The cache module is used to store traffic information (average speed and vehicle

density) about various roads. Such information is obtained as explained in the System

Model or through the contents of a received query-reply. Each cached item is a 4-

value tuple [id, timestamp, data-type, value]. Specifically, the index value id = rid,

timestamp determines the point in time where the provided information becomes

stale, datatype is the type of cached information (speed, density, etc) and value is

the actual value of the sensed or received information. A Cache Replacement Module

(CRM) is used to define and enforce the necessary policies (e.g. LRU, MRU, etc)

that dictate the eviction of stale items and maintaining the cache freshness.

Query Manager

The Query manager orchestrates the operation of the V-Radar protocol compo-

nents on each vehicle. Specifically, it collects the values calculated by the K, L, R

estimators and is responsible to construct the respective V-Radar query messages for
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each of the identified road-paths. Furthermore, it is responsible for resolving incoming

traffic queries.

[Bytes]
1 2 3 4

Type C ; R ; A ; ? LookAhead MsgSize
Message Sequence UID

Lifetime
Originator Address

Road[0] UID
Traffic Information for Road[1]

. . .
Road[L-1] UID

Traffic Information for Road[L-1]

Table 9.1: V-Radar Query Message Format

As Table 9.1 illustrates, the V-Radar query message consists of a 16-byte fixed

header and a variable-sized payload (data) section. The header fields have the fol-

lowing functions:

• Type: Indicates what type of traffic information the query message contains.

For instance, a value of 1 can be used for average vehicle speed, while 2 for

vehicle density.

• Boolean Bit Flags: The “C” flag indicates whether cached traffic data can be

appended to the reply message. The “R” flag indicates whether the message

is a query-reply. A query-reply message is considered to be the message which

includes traffic information for at least one road in the road-path being queried.

The “A” flag indicates whether a receiving vehicle is allowed to append traffic

information to the message. The remaining bits are reserved for future use.

• LookAhead: Indicates at what depth in the road-path being queried the message

currently is.

• MsgSize: A count of the total number of bytes contained in header and data

sections. As the header length is a fixed size, this field effectively tracks the
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length of the variable-sized payload. In effect it indirectly reports the number

of roads in a path that the message will visit.

• Sequence ID: A sequence number uniquely identifying the particular query mes-

sage when taken in conjunction with the originating node’s address.

• Lifetime: The time in milliseconds for which vehicles receiving the query mes-

sage consider it to be valid and are allowed to forward it or append traffic

information to its payload section.

• Originator address: The address of the node from which the query message

originates.

The payload section of the V-Radar query message contains (L), 16-byte fields.

The first 4-bytes of each pair are used for storing rid of the roads in a path to be

queried. The sequence of rid in the message is also indicative of the order that each

road in the path will be traversed by the query. The remaining 4-bytes are used for

storing the queried traffic information for the respective road.

Figure 9.4: Query Resolution Illustration

9.5 Query Resolution

Figure 9.4 depicts how a V-Radar query is generated and resolved in the context of

the example presented earlier in the system model. Vehicle X selects to query and

obtain the average vehicle speed on road-path P1 : {Roads Be, De, Ie}. V constructs a

new query message Q (as per Table 9.1), inserts in the payload the UID’s of the roads
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to be queried and sets flags C = 1 and A = 1. Once the V-Radar Query manager

in V1 receives Q, it parses the message and consults the Navigation System whether

the vehicle’s current position qualifies participation in the query resolution. Since

V1 is the first vehicle on RoadBe that can join the query resolution, the manager

updates the LookAhead field in the header to reflect the current road-path depth

(L = 1). Consequently, it piggybacks its current speed in the appropriate payload

field for RoadBe and passes the message on to any available neighbor. If Q is received

by a vehicle on RoadBw (V3), the query manager aggregates traffic information for

RoadBe stored in the TIC and appends them to the query. It then sets flag A = 0

to avoid duplicate information from other vehicles further down the road (e.g. V2).

Once Q approaches the end of RoadBe, the receiving vehicle checks if it is allowed to

append its own speed information, sets flag R = 1 to indicate that the query contains

traffic information for at least one road, sets flag A = 1 and forwards the message

to RoadDe where the above process is repeated. In the case that Q is received by a

vehicle such as Vn, where TIC information indicate that no vehicle was sensed in the

opposite traffic direction (i.e average speed for RoadIe = 0), the query manager may

decide to forward Q back to V based on various rules. Finally, when Q traverses the

last road in P1 and records the necessary information, it is routed back to vehicle X.

9.6 V-Radar Evaluation

9.6.1 Simulation Setup

This section presents how V-Radar in its simplest form performs against other related

works. For the purposes of the evaluation, V-Radar was implemented as an appli-

cation module under the ns-3 [23] network simulation framework. Since we are still

researching on the techniques that will eventually be used for the estimators modules

presented in Section 9.4, in the following evaluation we are simulating their existence
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Vehicle Transmission Range 300m (802.11p)
Simulation Time 1000s (200s warm-up)
Routing Protocol VADD (H-VADD)
Beacon Generation Rate 10Hz with some jitter
Query Generation Rate (pkt/sec) 0.1 - 1.0
Query TTL 64 hops
Cache Items TTL 128s
Query Sources 200
K-Paths 3

Table 9.2: Network Simulation setup parameters

by using different values for K, L and R. We compare V-Radar against the road

network based adaptive query evaluation (RNBAQ) method proposed in [53].

Realistic urban mobility traces were utilized from an improved version [115] of

the TAPAS-Cologne [24] dataset. We extract the mobility traces from the TAPAS-

Cologne dataset for all vehicles moving within a 4km X 3km rectangular area sur-

rounding the Cologne city center.

200 randomly selected vehicles issue queries for 800s. At each intersection each

vehicle calculates the Top-K shortest paths towards its destination with K = 3. Each

road-path is monitored up to a depth of 7. Therefore, depending on the experiment,

queries can take a value 1 ≤ L ≤ 7. For V-Radar, simple information caching is used.

A vehicle can provide a reply to a received message if it knows traffic information for

one or more roads that will be queried. Cached items TTL is set to 128sec. For routing

queries to destination roads, we utilize VADD [126] as the underlying routing protocol.

For RNBAQ, we extend VADD to facilitate the broadcast of control messages used

for location change notification. Each vehicle broadcasts a HELLO beacon at a rate

of 10Hz. Data-rate was set to 3Mbit/s, and all the PHY and MAC properties conform

to IEEE 802.11p [63].

Note that the results depicted in this section, account for the average values of

each of the studied metrics, calculated over 20 runs for each simulation scenario, with
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different random number seeds. Finally, Table 10.1 presents all the parameters that

were utilized in the simulation.

9.6.2 Evaluation Results

The following metrics are used in the evaluation:

• Packet Delivery Ratio: the ratio of queries successfully delivered back to the

source vehicle to those generated by the source vehicle.

• Network Overhead: the total number of KBytes transmitted. The total num-

ber of KBytes is inclusive of any control messages and the underlying routing

protocol headers.

• Accuracy: denotes whether the retrieved traffic information is close to the real

value. Real values are obtained from traffic statistics computed by SUMO.
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Figure 9.5: Network Overhead vs LookAhead

As depicted by Figure 9.5 the network overhead imposed on the VANET by the

V-Radar query protocol is substantially lower than the in the case of RNBAQ. While
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V-Radar uses a single packet for querying the traffic conditions of all the roads in

a path, RNBAQ is required to generate and inject in the network one packet per

road. In addition, due to its single packet/query design, V-Radar keeps the network

overhead lower than RNBAQ as the query generation rate increases (Figure 9.6).
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Figure 9.6: Network Overhead vs Query Generation Rate

Nevertheless, the query generation rate depends on various constraints such as

query-replay delay thresholds and minimum information accuracy levels. It is crucial,

therefore to investigate intelligent techniques that can be utilized the V-Radar for

estimating the query rate R in order to provide even better utilization of the wireless

medium.

By examining Figure 9.7 we can observe that as the number of generated queries

increase (due to the LookAhead parameter increase), the PDR of RNBAQ drops faster

than in the case of V-Radar. This behavior can be attributed to packet collisions that

take place at the busy wireless channel and cause several traffic query messages to

be lost. Unavoidably, V-Radar also suffers from packet collisions. However, the

inherently smaller number of generated messages mitigates the above side-effects.
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Figure 9.7: Packet Delivery Rate vs LookAhead
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Figure 9.8: Traffic Information Accuracy vs LookAhead

Moreover, the improved PDR that V-Radar exhibits over RNBAQ is attributed

to the existence of the Traffic Information Cache. There is a high probability for a

query message to encounter an intermediary vehicle on a monitored road-path that

can provide traffic information for one or more roads from its local cache. In turn,

this overcomes the need for a query to traverse the whole road-path up to L in order
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to retrieve the required traffic information. Therefore, it enables the query return

back to the source vehicle prior to the message TTL expiration.

Although the retrieved traffic information accuracy is better than in the case

of RNBAQ, Figure 9.8 indicates that it remains quite low and becomes lower as the

LookAhead value increases. However this is expected since it takes more time to reach

a road further away and return the result back to the source vehicle. Subsequently,

the returned results do no reflect correctly the real situation in the road network.

Here, clever traffic information caching techniques can be utilized in the vehicle cache

which will allow a query to be answered faster and with better accuracy. Therefore

it is a clear indication that the design and implementation of an adaptive CRM for

V-Radar is important.
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Chapter 10

Large-Scale Traffic Information

Diffusion using Reactive

Mechanisms

10.1 Performance Evaluation of VANET Routing

Protocols in Large-Scale Urban Environ-

ments

In this work, we evaluate and compare the performance of three highly established

VANET routing protocols GPCR [82] (multi-hop protocol), VADD [126] (carry-and-

forward protocol) and LOUVRE [76] (overlay protocol), under different urban sce-

narios of varying size and realism. These protocols are cited in many research stud-

ies and are known as good performers in their respective classes of routing proto-

cols [32, 37, 81]. Initially, we examine their performance following simplistic ap-

proaches undertaken in the majority of the literature so far. Consequently, we com-

bine highly realistic vehicle mobility in a large-scale urban topology as well as network
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GPCR VADD LOUVRE AODV

Protocol Variation GPCR-CC H-VADD N/A N/A
Vehicle Transmission Range 300m (802.11p)
Propagation Model Nakagami Propagation Loss
Simulation Time 1000s (200s warm-up)
Data Rate 3Mbit/s
Beacon Generation Rate 10Hz with some jitter
Packet Generation Rate (pkt/sec) 0.2, 0.4, 0.6, 0.8, 1.0
Packet Size 1KB
Packet TTL 64
Cache TTL 128 sec (where applicable)

Table 10.1: Routing Protocol Evaluation - ns-3 Simulation Parameters

traffic generated from an exemplary traffic query application. By doing so, we aim to

evaluate their performance under conditions that strive to resemble as closely as pos-

sible the behavior and the environment that each single car would face in reality. We

argue that results stemming from such a realistic and complete scenario increase the

possibility of identifying problems as well as implications in the design of routing pro-

tocols that need to be considered and addressed for achieving optimal performance.

To the best of our knowledge, this is the first research work in the related literature

that not only brings under one roof three highly established routing protocols that

have been proposed specifically for VANETs, but also evaluates their performance in

a realistic manner.

10.1.1 Performance Analysis

10.1.2 Simulation Setup

For the purposes of the evaluation, GPCR, VADD and LOUVRE were implemented

from scratch under ns-3.11 [23], trying to remain as accurate as possible given the

information provided in the original articles [76, 82, 126]. For baseline comparison, we

include in our evaluation the well-known AODV protocol [101]. AODV is a MANET
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reactive routing protocol that builds routes on demand, and is often used in the liter-

ature when evaluating the performance of VANET routing protocols. The reasoning

behind using AODV here, is to depict to the reader how the performance of a MANET

protocol compares against the performance of VANET dedicated protocols in the ve-

hicular environment. Based on the findings of [40], each vehicle broadcasts a HELLO

beacon at a rate of 10Hz. Data-rate was set to 3Mbit/s, and all the PHY and MAC

properties conform to IEEE 802.11p [63]. Table 10.1 presents all the parameters that

were utilized in the network simulator throughout the evaluation.

10.1.3 Examined Metrics

We reside in the following metrics in order to evaluate the performance of VADD,

GPCR and LOUVRE.

• Packet Delivery Ratio: the ratio of queries received by the destination vehi-

cles/sites to those generated by the source vehicles.

• Number of Hops: the average number of vehicles a query has traversed in order

to reach the destination. For round-trip queries, the total number of hops

(source-destination-source) are calculated

• Average Delay: the average difference between the time a traffic query was

generated by the source node and the time the reply to the source node was

received. Dropped or lost queries are not included.

Note that the results depicted in this section, account for the average values of

each of the above metrics, calculated over 5 runs for each simulation scenario, with

different random number seeds.

We employ the following scenarios to determine to what extend the road topol-

ogy, vehicular mobility and the application (information exchange model) affect the

performance of the above VANET protocols.
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10.1.4 Typical Scenario

Initially, to understand to what extend the road topology and consequently vehicular

mobility affect the performance of the above protocols, we opted to experiment on a

scenario typical to what is used in a number of research works in the bibliography. The

scenario consists of a 4x3Km grid-layout road topology extracted from the U.S. Cen-

sus Bureau TIGER [27] database, with 18 intersections and 26 bi-directional roads.

Intersections are not controlled by traffic lights, therefore vehicle turns (straight or

left/right-turns) are dictated by the prevailing traffic conditions at the intersection.

To simulate vehicular traffic conditions similar to that of an urban environment, all

horizontal roads are set as high-speed roads with a speed limit of 80Km/h, while all

vertical roads are set as local roads with a speed limit of 55Km/h. We feed the road

network to SUMO [21] and generate random trips for 250 vehicles, making sure that

all of them remain in the map for the whole of the simulation area. We provide two

variations of this typical urban scenario, one using a simplistic information exchange

model that mimics a parking place reservation application and one using the V-Radar

application. Below we present the results of these two variations.

Parking Place Variation - we assume that a number of vehicles would like

to make a reservation to a specific parking-lot. Four static nodes are placed at the

corners of the grid road topology to simulate such a site. Among all vehicles, 15 of

them are randomly selected to send Constant-Bit Rate (CBR) data packets to these

4 static sites. No reply is send back to the vehicle for a reservation and duplicated

requests arriving at a site are simply discarded. We perform different simulations to

study the effect of varying the data sending rate (as per Table 10.1).

It can be observed in Figure 10.1, VADD achieves the highest packet delivery

ratio among all protocols. This is primarily due its capacity to cache packets (a

process known as carry-and-forward) when: (i) no other vehicle exists in the vicinity

of the current packet carrier (i.e. network fragmentation), or (ii) none of the car-
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rier’s existing neighbors is considered to be a better candidate to uptake the role

of forwarding the packet to its destination. Specifically, in this occasion, where the

underlying road topology layout and sparse vehicle density constantly drive the net-

work to fragmentation, VADD performs better by buffering packets until network

connectivity is established. On the contrary, GPCR and LOUVRE do not support

carry-and-forward, hence they exhibit a much lower packet delivery ratio. When such

of the aforementioned conditions are encountered in the network, both GPCR and

LOUVRE silently drop the packet.
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Figure 10.1: Packet delivery ratio as a function of packet sending rate - Typical
scenario for parking place reservation

The substantially higher packet delivery delay that VADD exhibits in Figure 10.2,

in contrast to the delay imposed by the other three protocols, is attributed to the

additional time a packet spends in a vehicles cache. Our study revealed that the

increased packet delay in conjunction with the better packet delivery ratio seen pre-

viously, stems from the fact that VADD can serve packets for which their origin

vehicle is geographically further away from the destination site. Similarly, the very

low packet delivery delay (≤1 sec) exhibited by GPCR, LOUVRE and AODV, is due

to the fact that all successfully received packets were the ones that either got gen-
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erated at proximity of the destination or on the very few times where mobility was

such that it permitted end-to-end connectivity between geographically distant nodes.
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Figure 10.2: Packet delivery delay as a function of packet sending rate - Typical
scenario for parking place reservation

As depicted in Figure 10.3, data packets in VADD traverse on average the same

number of hops as packets that are routed with the aid of GPCR, LOUVRE and

AODV. This is a clear indication that carry-and-forward mechanisms do not affect

the number of hops during an end-to-end communication, they merely assist by en-

abling the bridging of network fragments. We note that the average 5-7 hops that

a packet is required to traverse en-route from source to destination are indicative of

the dimensions of the respective underlying road topology and a wireless transmission

range of approximately 300m.

Implications: From the above findings, it is evident that in a scenario such as the

parking spot reservation where there is delay tolerance, carry-and-forward protocols in

the likes of VADD are highly suitable. Such protocols increase the probability that a

request will be propagated to its destination even with some acceptable delay. Most

importantly though, they indicate that the performance of non carry-and-forward

protocols (i.e GPCR and LOUVRE) can be underestimated due to conditions of
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poor network connectivity induced either by low-vehicle density (considering the 250

vehicles in a 4x3 Km area) or unrealistic mobility. These two factors can cause

network fragmentation, which inevitably will result in packet drops and consequently

low packet delivery ratio.

V-Radar Variation - In light of the above we extend the evaluation of the typical

urban scenario, by introducing a second case, where all vehicles are installed with the

V-Radar traffic information application presented in Section 9.1. Prior to initializing

the simulation, all vehicles are pre-loaded with a map of the underlying road topology

(a directed graph) and traffic statistics computed by SUMO.

In the V-Radar scenario, once a vehicle enters a new road, it starts generating

queries (with LookAhead (L)) to all roads that make up the available road-paths

leading to its destination in order to identify the prevailing traffic conditions. A vehicle

calculates all the K-shortest road-paths from its current position to its destination by

running Yen’s K-shortest path algorithm [122] on the road topology directed graph.

For the purposes of this evaluation we select a value of K = 3 and L = 2. In addition,

data packets containing traffic information queries are generated with a CBR rate(R)

between 0.2 and 1.0 packets per second (incremented by 0.2).

Once a vehicle approaches the end of the road, it stops generating queries until

it crosses an intersection and enters a new road. Queries are propagated to the

destination roads, where a reply is generated and immediately routed back to the

source node. In case that no vehicle exists in any of the destination roads, the packet

is dropped. This road query process is performed continuously, until 100 seconds

prior to the simulation end in order to allow for all vehicles to process any packets

which are still propagating the network (queued queries or replies en-route to the

source vehicle).

Implications: In contrast to the previous case where all vehicles were sending

packets to a fixed site, here we observe the performance of all protocols to degrade
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Figure 10.3: Number of Hops as a function of packet sending rate - Typical scenario
for parking place reservation
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Figure 10.4: Packet delivery ratio as a function of packet sending rate - Typical
scenario with V-Radar

extensively. This is due to the round-trip that each query has to perform; queries

need to be forwarded at first from the source vehicle to the destination road - there,

once a query reply has been formed it has to be routed back to the query source

node. In addition a number of queries might be send towards some roads with no

vehicles at all. We notice that AODV exhibits the lowest packet delivery ratio among
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all protocols and this is accounted to its backward learning mechanism. Specifically,

when an node receives a query en-route to the destination road, it creates a record

to its routing table containing the address of the previous node (previous hop) from

which the query arrived. Upon the query arrival at the destination road, a reply is

formed and send back to the origin vehicle through the path which is formed by the

previous hop records at each intermediary node. However, due to the high dynamics

of the vehicular environment, the structure of inter-vehicle communication changes

rapidly [97], thus the backward learning process is not efficient and results to several

packets being dropped due to the expiration of backward links. On the contrary,

GPCR does not maintain a routing table. Queries and query replies are routed from

the origin node to the destination road and back using ad hoc, geographic greedy

forwarding. As in the case of sending packets to a fixed side, GPCR can fail when

the VANET becomes fragmented and greedy forwarding in no longer viable. On the

contrary, VADD is able to counteract such fragmentation through its aforementioned

carry-and-forward capability. However, in the case where traffic does not have a

relatively stable state (as in the typical example above), VADD might underestimate

in the process of selecting the best path towards the destination. This can impose

additional delays on a query. In an application such as V-Radar, where vehicles

would like to know the traffic conditions of the roads further ahead in a relative short

amount of time, the packet delivery delay exhibited by VADD is considered to be

unacceptable. As identified in [102], Traffic Flow and Enhanced Route Guidance and

Navigation applications such as V-Radar, should have a maximum allowable latency

of 1 second. A packet delivery delay in excess of 40sec which is evident for VADD

in Figure 10.5 is not considered to be acceptable since it increases the probability of

acquiring stale traffic information.

Despite the presence of V-Radar, the above two cases were performed under a sim-

ple road topology with unrealistic, low-density mobility. Since mobility is key to the
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Figure 10.5: Packet delivery delay as a function of packet sending rate - Typical
scenario with V-Radar
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Figure 10.6: Number of hops as a function of packet sending rate - Typical scenario
with V-Radar

dynamics and structure of VANETs - and consequently to the proper-function of any

application and service relying on such networks - the performance of AODV, GPCR,

VADD and LOUVRE stemming from the above evaluation might be considerably

underestimated. The next section aims to investigate this hypothesis.
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10.1.5 Large-Scale Urban Scenario

In order to evaluate AODV, GPCR, VADD and LOUVRE in a large-scale urban

scenario, we again employed the TAPAS-Cologne [24] realistic mobility dataset. We

utilize a reduced version of this improved dataset, which contains vehicle trips between

6:00am and 8:00am. We study the first 1000 seconds of this interval, in which a total

of 4670 vehicles were emitted in the road topology.
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Figure 10.7: Packet delivery ratio as a function of packet sending rate - TAPAS/-
Cologne

In addition all vehicles are installed with the V-Radar traffic application and

generate queries as described previously in Section 10.1.4.

By looking at Figure 10.7, we immediately observe the profound effect of mobility

in the performance of the studied VANET routing protocols. Because of the realistic

microscopic dynamics of each individual vehicle, the correct distribution of vehicle

flows in a macroscopic level and the high density in the underlying road topology,

the performance of GPCR, VADD and LOUVRE improves significantly allowing traf-

fic queries and their respective replies to be routed more efficiently and effectively.

Even for a non-carry and forward protocol such as LOUVRE, realistic mobility al-
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Figure 10.8: Packet delivery delay as a function of packet sending rate - TAPAS/-
Cologne
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Figure 10.9: Number of hops as a function of packet sending rate - TAPAS/Cologne

lows packet delivery up to approximately 60% in comparison to the 35% in the typical

scenario with V-Radar. Since traffic conditions on the TAPAS-Cologne scenario do

not change as rapidly as those in the typical scenario (i.e. traffic is stabilized), the

overlay network in LOUVRE is able to maintain a global vision of the density dis-

tributions on roads, and thus it can route information more efficiently than GPCR.
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Since the latter is not aware of any important information concerning the underlying

road topology and consequently tries to route packet from source to destination in a

greedy fashion, it can encounter local maxima situations such as empty roads from

which it cannot recover and eventually cause packets to be dropped. Despite that,

the performance of both LOUVRE and GPCR in the TAPAS scenario outperforms

their performance in the typical scenario with V-Radar. Due to the better end-to-end

connectivity because of high vehicle density, greedy forwarding can achieve a higher

packet delivery.

Implications: The data buffering ability of VADD, as well as the repetitive pro-

cess at each encountered intersection of calculating the optimal direction a packet

must take to reach its destination, allows it to avoid local maxima situations, reduc-

ing the number of packets being dropped and hence increasing the packet delivery

ratio. Of course this comes as an expense to the packet delivery delay, which as it

can be seen from Figure 10.8 is significantly higher than that imposed by the other

protocols. GPCR, LOUVRE and even AODV are able to perform within the accept-

able latency boundaries [102] for an application such a V-Radar, although we note

the fact that queries are not propagated more than 2 roads ahead from the vehicles

current position (L = 2). In situations that a vehicle would like to know the traffic

conditions even further down the road-path (L > 2), the lack of data buffering may

degrade the effectiveness of the aforementioned protocols. Furthermore, we observe

from Figure 10.9 that most of the time, packets under LOUVRE require more hops

from source to destination and back than GPCR and AODV. The reasoning behind

this behavior, is the capacity of the LOUVRE to obtain a global view of the topology,

and hence being able to route around low density areas (“voids” that cause packet

drops) by introducing a few additional network hops.
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10.2 Caching Dynamic Information in Vehicular

Ad Hoc Networks

As seen on Section 8, VANETs are characterized by highly dynamic topologies, short-

lived links, and frequent network disconnections. In addition, Traffic Information

Systems (VIS) generate a substantially high number of messages in order to obtain

and maintain a global or even partial view of the prevailing conditions in the vehicular

environment. This overhead imposed on the VANET can lead to the saturation of

the already limited network capacity, which in turn is bound to degrade the quality

of VANET services (i.e: lower response times and loss of information quality) [105].

Therefore, the provision of efficient, robust, wide-area information services over

vehicular ad hoc networks remains an open challenge. In this paper, we investigate

the implications of caching on the efficiency of VANETs and on the quality/accuracy

of VANET-based VIS. Our study is performed in the context of VITP, a proactive,

location-oriented protocol designed for the retrieval of dynamic vehicular information

over VANET [42]. In dense networks, proactive protocols like VITP can avoid satu-

ration caused by flooding and diffusion since information is queried on demand rather

than being pushed periodically during discrete time intervals. Caching may improve

further the efficiency of VITP by reducing the time to serve information requests,

minimizing overall network resource consumption, and improving information acces-

sibility in the presence of mobility constraints that result to short-lived links, network

disconnections, etc. However, caching may also lead to a significant degradation of

VIS quality, given the highly-dynamic nature of vehicular information. In this work,

we conduct an extensive exploration of the trade-off between the efficiency and the

quality of VANET-based VIS services, in the presence of caching.

In contrast to earlier research efforts [50], which have shown that caching can be

beneficial when vehicles are moving on unidirectional straight roads, in our work we
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examine the implications of caching in a number of different vehicular traffic scenarios

that are more realistic and challenging. Building upon our prior work on VITP [42],

we provide answers to the key question: Does the co-existence of a proactive, location-

aware, communication protocol and caching maintain acceptable levels of vehicular

information quality while sustaining network performance? Our main contributions

are summarized as follows: a) We extend the VITP architecture [42] in order to

support cache-based location aware services. VITP is a proactive, location-aware,

application-layer, communication protocol designed to support a distributed service

infrastructure over VANETs. b) Through an extensive simulation testbed, we identify

the critical parameters that affect vehicular information quality in VANETs as well

as demonstrate the viability and effectiveness of the cache-enabled VITP.

10.2.1 Enabling Caching support in VITP

This section presents and defines the necessary extensions to the architecture and

message syntax of the Vehicular Information Transport Protocol (VITP) in order to

support caching of vehicular information.

We present an extension to the architecture of VITP so that caches can be directly

accessed by VITP peers. VITP peers implement the VITP protocol and operate as

clients, intermediaries, or servers in a VITP-protocol interaction. The reader can find

more details concerning the main design concepts of VITP architecture in [42]. We

choose to extend VITP since it allows the dissemination of query messages proactively,

thus providing better control in the number of messages injected in the VANET.

According to [42], a VITP transaction consists of four phases: 1) Dispatch-query

phase: a request Q is transported through the underlying VANET toward its target

area L. Q goes through a number of intermediary VANET nodes, which push the

message toward its destination using geographic routing. 2) Virtual Ad Hoc Server

(VAHS)-computation phase: the VITP request is routed between the VITP peers of
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the VAHS. VAHS consists of the VITP peers that contribute to computation of the

reply to a VITP query. 3) Dispatch-reply phase: the VITP reply is geographically

routed toward source region. 4) Reply-delivery phase: broadcasts the VITP reply to

the VANET nodes of source region, so that the reply can be received by the VITP

peer that originated the transaction.

In the cache-enabled architecture of VITP, the dispatch-query phase of VITP

transaction is modified as follows: When a VITP peer receives a VITP query message,

it checks whether this message can be served from its local cache. If there is a

cache hit, the last accessed attribute of the cached message is updated by the current

time. In the context of VANETs, each object is characterized by the fields: message

content and location-id. We consider a cache hit when a) there is a valid replica

of the requested information in the cache and b) the location-ids of both requested

information and its replica in the cache are in the same geographic location. Then,

a VITP reply containing the cached message is generated and sent back to source

node for the VITP transaction to be completed. If there is a cache miss, the query

message is forwarded to other VITP peers with respect to the underlying geographic

routing protocol. The dispatch-reply phase of the VITP transaction is also modified

to support caching: when a VITP peer receives a reply message, it checks whether the

reply is contained in its local cache. In case of a hit, the cache is updated to reflect the

properties of the new message. In the case of a miss, the reply message is inserted into

the cache and its parameters are populated accordingly. The cache system comprises

a Cache Replacement Module (CRM), which detects stale information and evicts it

from the cache. To this end, the CRM assigns a Cache Utility Value (CUV) to each

cached message. The CRM can also be used in the unlikely case of a cache becoming

full.

To support the cache operations described above, we extend the VITP message

specification with a set of cache-control headers. These headers act as directives to
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Directive Value Description
cacheable Boolean The reply can be cached.
expires time-stamp The time after the reply is considered expired

(if cached).
private Boolean The cached reply can be reused only from the

original peer that requested it.
public Boolean The cached reply can be reused from any

peer.
validate-after seconds A peer must validate the cached reply with

the target area after “n” seconds from the
reply generation time.

p-validate-after Boolean A peer must validate the cached reply with
the neighbour peers after “n” seconds since
the reply generation time.

p-validate Boolean A peer must validate the cached reply with
the neighbour peers before serving a request.

retransmit Boolean Serve request first from cache and retransmit
it to target area also.

Table 10.2: Cache control directives used in a VITP reply message

VITP-peer caching decisions (Table 10.2). More details about the generic syntax of

the VITP message along with examples can be found in [42].

10.2.2 Simulation Testbed Setup

For simulating the effects of vehicle movement, vehicular mobility traces were gener-

ated using the aid of TrafficModeller [99] and SUMO [21], a space-continuous micro-

scopic traffic simulator. TrafficModeller is a traffic modeling and generation tool that

simplifies the definition of vehicular traffic over road networks by supporting a set of

high-level abstractions, such as traffic flows and population activities that induce spe-

cific traffic patterns, through an intuitive GUI. TrafficModeller allows the translation

of these high-level abstractions to low-level input specification understood by SUMO.

For simulating the behaviour of VITP in a VANET, ns-2 [23], was employed. To in-

crease the level of realism and accuracy of results in the experimentation of this work,

an extension to ns-2 was developed that enables the import of SUMO road networks
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in an appropriate data-structure prior the simulation run. This data-structure can be

queried by vehicles at any instance of the simulation run-period in order to identify

on which road/segment they are currently moving, thereby increasing accuracy in the

resolution of location-aware queries.

10.2.3 Vehicular Mobility Generation

TrafficModeller was fed with two data sets, each one representing a region of a real

city with different topographical layout. Region 1 follows a Manhattan-like city lay-

out where a big percentage of the road-network is comprised of long and parallel

straight roads, where vehicles can accelerate to higher speeds between adjacent junc-

tions. Region 2 follows a more common urban layout where road segments are curved

and much shorter, hence restricting vehicle acceleration. Both regions were extracted

from real-world, accurate, city maps obtained from OpenStreetMap [14]. This was

done in order to evaluate the efficiency of the cache-enabled VITP under real urban

environments with different mobility patterns. All roads within these regions have a

speed limit of 13.89 m/s. The number of junctions per squared kilometer with traffic

lights is considerably much smaller in Region 2 than in Region 1. It is quite impor-

tant to evaluate the effectiveness of the cache-enabled VITP in road-networks with

different distributions of traffic lights, since these have a direct influence in shaping

the properties of vehicular traffic (i.e mean vehicle speed and density). Furthermore,

a number of “hot-spots” within these regions were defined, in order to simulate the

traffic conditions that arise when people drive from/to their workplaces, shopping

malls, amusement centers etc. Vehicles is the simulation were set to have an acceler-

ation of 4.5 m/s, deceleration of 2.6 m/s with their top speed bounded by the road

speed limit. Driver imperfection factor, that is the ability of the driver to adapt to

a desired speed, was set to 0.5 (where the value 1 indicates a perfect driver). Total

simulation time was set to 1000s. These high-level abstractions were translated as
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low-level input specification and passed to SUMO. Vehicular traffic traces for 970 and

875 distinct vehicles that move in Region 1 and Region 2 respectively, were generated

by SUMO. For both regions vehicles have a mean drive time of approximately 230s.

The average vehicle speed over time for both regions is between 8 and 10 m/s. Vehicle

average speeds have a large variance but follow a uniform distribution.

Mobility traces obtained from TrafficModeller and SUMO, were transformed to

acceptable ns-2 input trace files using TraceExporter [25]. For the vehicular wireless

network simulation, each vehicle is equipped with IEEE 802.11 capable communica-

tion hardware with a wireless radio coverage of 200m. In addition, the computing

device of each vehicle is VITP enabled allowing it to participate in the resolution of

incoming VITP requests as described in [42]. Furthermore, vehicle caches have an

unlimited size.

Simulation scenarios run for a period of 1000s. Vehicles are injected in the network

simulation starting from t = 1s to t = 950s. A 200s warm up period is allowed before

retrieving information used in the evaluation phase. The purpose of the warm-up

phase is to allow the caches to reach some level of stability. Therefore, any event

prior to the above time instance is not evaluated.

10.2.4 Application Scenarios and Query Generation

For the evaluation of the cache-based VITP for the exchange of different vehicular

information under urban environments we have set up the following scenarios:

Scenario 1. Each vehicle is aware of the road-network topology through on-

board digital maps and its current location through GPS. Since travel times are

heavily influenced by the prevailing traffic conditions, vehicles would like to identify

the road-paths towards their destination that if followed will result in reducing the

travel-time. To discover the aforementioned conditions we introduce a query scheme

implementing a “forward-scan-radar” traffic information system. According to this
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scheme, we assuming that a vehicle V turns into some Road A and wants to follow the

fastest route to its destination D. Through its knowledge of the road network, V can

calculate all possible road-paths connecting its current position to D. Upon entering

Road A it issues LookAhead (L) queries, investigating dynamically the conditions

along all these possible road paths. LookAhead (L) queries are propagated to a

certain depth in the road-path and obtain the traffic conditions of the roads up to

the specified depth.

Scenario 2.This scenario follows the paradigm of the first scenario. Here, vehicles

issue LookAhead queries in the possible road-paths towards their destination, with

the exception being that unscheduled events do take place (e.g., vehicle break-downs).

Such events block roads in those paths and influence the normal traffic flow by causing

following vehicles to slow-down or even stop. In case that vehicles stop there is a

high probability of congestion build up which is further increased if the event has

taken place on roads that are small in length and do not have alternative exits. In

this scenario several vehicle break-downs throughout the network are simulated by

vehicles that stop abruptly in the middle of the road for 100s and then resume their

trip to their destination.

Scenario 3. We assume that vehicles would like to discover the availability of

road-side facilities such as parking places, gas stations and restaurants. A stationary

Road Side Unit (RSU) is responsible for each facility and at certain time intervals it

broadcasts information concerning the facility (i.e free parking space availability). For

our simulations, 5 RSUs were placed randomly on the road-network and broadcast

information about their facility every 60 seconds. Vehicles are divided in equal groups

with common facility interests and throughout the simulations randomly generate

queries to identify the location of such RSUs and obtain the broadcasted information.

In all the above scenarios, VITP queries are issued with a defaultReturnCondition

= 5. A Return Condition as specified in [42] determines the sampling size of the
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requested information a query must obtain before a VITP reply can be generated

and dispatched back to the originator of the request. For the first two scenarios, each

vehicle issues queries with LookAhead = 2, to road paths from its current position to

the its destination. The values for the above parameters were selected by sampling

the parameter space having in mind that a high LookAhead value can cause the

saturation of wireless network bandwidth thereby causing a significant amount of

query drops and on the other hand a high ReturnCondition value increases vehicular

information accuracy. This resulted in the generation of a total of 29263 queries for

Region 1 and 16557 queries for Region 2. For Scenario 3, 12231 and 7562 queries

were generated for Region 1 and Region 2 respectively.

For all the scenarios the existence of an underlying greedy geographic routing layer

that forwards VITP messages from the source node towards the destination area is

assumed. After each issued VITP query is satisfied by a VAHS, the generated reply

is again routed geographically towards the source node. Each reply is generated with

cache-control header = [cache-control: cacheable, expires=t, public]. Consequently,

the information contained in each VITP reply message is cached to all intermediary

nodes on its way towards the source node. Furthermore, we consider that all nodes

use a TTL-based cache replacement policy. According to this policy, messages are

removed from the cache as soon as their TTL (Time to Live) value expires. A TTL

value specifies the maximum time for which a cached copy should be considered valid.

Finally, Table 10.3 presents an overview of the simulation setup parameters.

10.2.5 Evaluation

To describe the performance of cache-enabled VITP in inter-vehicular networks, we

employ the following metrics which are considered to be the most indicative:

• Query Recall: the number of replies received while issuing queries towards a

specific location of interest, over the number of replies that should have been
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Parameter Value
Simulation Time 1000s

Simulation Area size
3200m ∗ 6800m (Region 1)
1600m ∗ 1400m (Region 2)

Number of VITP enabled Vehicles
970 (Region 1)
875 (Region 2)

Mean Vehicle Drive Time 230 s
Wireless Coverage Area 200m
VITP Query Return Condition 5
Cache TTL values 0s to 200s
Inter-Query Issue Time On new road-segment entry
Look-Ahead Value 2
Number of RSUs 5
RSU Broadcast Time interval 60s
Vehicle Break-Down Duration 100s

Table 10.3: Caching - Simulation Setup Parameters

received from that location. Query recall equal to 1 indicates that the protocol

has managed to obtain all the requested information, while 0 denotes otherwise.

For example, assume 3 locations of interest D1, D2, D3 and a vehicle V that

generates 6 queries in total: 2 for each of the above locations. D1 and D2

have sufficient vehicles willing to resolve incoming requests and no vehicles are

present at D3; therefore the number of replies that should be received from

V are 4 (2 each from D1 and D2). Given that the 2 queries for D1 were

successfully resolved, 1 query for D2 failed to obtain the requested information,

the remaining query was dropped due to network problems, and all the queries

for D3 were not resolved, the query recall is: 2/4 = 0.5.

• Response Time: is the average Round Trip Time (RTT) of a successful VITP

transaction. It measures the elapsed time between the time at which a query is

generated and injected in the network and the time at which the corresponding

reply was received at its originator. The elapsed time takes into account both

VITP processing and message propagation time.
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• Information Accuracy: measures how close the received value describing

some vehicular information is to the actual value at the location of interest.

For example assuming that we examine the average speed of vehicles on a given

location, then the information accuracy metric measures how close the esti-

mated average speed is (calculated usually by a subset of the available vehicles

in the target segment), to the actual average speed in the region of interest (cal-

culated by considering all present vehicles in the same area). If we examine the

road-side facilities information, then the information accuracy metric measures

how close the value retrieved from a vehicle cache is to the value broadcasted

by the RSU. This metric is an indication about the quality of information that

is disseminated through a vehicular network. An accuracy value equal to 1 in-

dicates high quality information where the received information is exactly the

same as the actual information.

• Number of Exchanged Messages: is defined as the total number of ex-

changed messages, including geographic routing messages and VITP query res-

olution messages throughout the whole simulation period. This metric indicates

the performance improvements achieved in the reduction of network overhead

through the utilization of caching in VITP.

10.2.6 Caching Evaluation - Querying Road Traffic Condi-

tions

For the three aforementioned scenarios we evaluate the performance of the cache-

based VITP on both regions and under different TTL values assigned to traffic query

replies. A V ITPTTL=0 emulates the original VITP where information caching is not

supported on VITP peers. The maximum value of V ITPTTL=200 denotes that traffic

information is cached on VITP peers for the whole drive time duration and this value

was selected since it approximates the average run-time of vehicles in all the scenarios.
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We begin our evaluation by investigating the performance of the cache-based VITP for

Scenario 1 and Scenario 2. We measure the response time of the LookAhead traffic

queries by varying the TTL values of cached reply messages. According to TTL-

based replacement policy, when the TTL of a message expires, this cached message

is discarded by all vehicles’ caches. The results are reported in Figure 10.10(a) where

the x-axis represents the TTL values in seconds and the y-axis represents the response

time in milliseconds.

We observe that the average response time for Scenario 1 in both regions de-

creases with the increments in TTL. It is evident that longer TTL’s result to a better

diffusion of information throughout the vehicles’ caches and, consequently, to an in-

creased probability that the requested information is found nearby the requesting

vehicle. Queries exhibit the lowest response time when V ITPTTL=200, with an im-

provement of 24% for Region 1 and 22% for Region 2 in comparison to the original

VITP (no caching). It is interesting to observe that the RTT remains constant when

V ITPTTL≥150 for all the scenarios examined in this section. This occurs because vehi-

cle queries present high temporal locality of reference. As we referred in section 10.2.2,

all vehicles in the simulation issue VITP queries in the road-paths towards their des-

tination area in order to discover the prevailing traffic conditions. Since it is not

possible to change the mobility of vehicle at runtime and alter their initial route

chosen by SUMO, the queries remain constant over the whole simulation time.

For Scenario 2, the average RTT for all TTL values in both regions is higher than in

the case of Scenario 1. Unscheduled events like vehicle break-downs cause congestion

which increases the geographic distance between querying vehicles and the query

target location. Remember that when V ITPTTL=0 vehicles obtain the information

only from the target location. Due to the use of geographic routing, queries have to

traverse a greater number of hops in order to overcome the break-down and reach

the target location. This increase in the number of hops consequently leads to an
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Figure 10.10: (a) Query Response Time (RTT) and (b) Query Recall over TTL

increase in query round trip time. When caching is enabled, the lowest response time

is encountered for V ITPTTL=200 where there is an improvement of 31% for Region 1

and 27% for Region 2.

Figure 10.10(b) denotes the traffic information query recall for Scenario 1 under

both regions, where the x-axis represents the TTL values and the y-axis represents the

query recall percentage. The general trend is that increasing the TTL value increases

the query recall for both Region 1 and Region 2. The lowest recall for both regions

is when V ITPTTL=0, where no information is cached in the network and a reply to

a given traffic information query can be answered only from the source location. On

the other hand, the best recall is achieved when V ITPTTL≥150 with 70% and 81%

for Region 1 and Region 2 respectively. As the TTL value increases, the number of

replicated information in the network increases and a query can be served not only

at its target location but also from information stored in other vehicles cache. This

allows for vehicles to obtain the desired information faster and in addition reduces

the amount of queries that should be re-generated in order to obtain information for

the target locations of previous unresolved queries. The above observation is also

reflected by examining the number and geographic distribution of replicated objects

in the network (Figure 10.12). Each sub-figure illustrates a combined snap-shot of
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Figure 10.11: Geographic distribution of Replicas in respect to simulation time

the road and wireless network. The x and y-axis denote each zone boundary in the

road network while the z-axis (on the right) denotes the percentage of information

completeness at each zone. Information completeness is calculated by taking into

account all the distinct information replicas in a zone to the total distinct information

in the VANET. It is worth noting here that replication, RTT and information accuracy

are interrelated. Specifically, we observe that the pattern of dependence among them

follows the rule that the increased replication results in reduced response times but

also results in reduced information accuracy.
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Figure 10.12: (a) Information Accuracy and (b) Number of Messages over TTL

The trend of traffic information query accuracy for both scenarios is given on on

Figure. 10.12(a). The x-axis represents the TTL values, whereas, the y-axis repre-

sents the accuracy of the information that was retrieved through the VITP queries.
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For Scenario 1, the highest accuracy 86% and 85% for Region 1 and Region 2 re-

spectively, is obtained while traffic information is retrieved directly from the query

target location. Information accuracy drops as the value of TTL increases denoting

that there is high probability that VITP queries will be answered from other vehicle’s

cache instead of the information source location. The drop in information accuracy

is expected since cached information does not accurately reflect the traffic conditions

on the queried roads. Despite this, the cache-based VITP manages to maintain a high

level of information accuracy (83% and 77% for Region 1 and Region 2 respectively)

when V ITPTTL=50, while at the same as seen from Figure. 10.12(b)(b) can reduce

the number of messages injected in the network by 11% and 12% respectively. The

noticeable difference in the rate of change of information accuracy between the two

regions is due to the difference in the road-network layout. The road-network of Re-

gion 1 is comprised of several straight roads that enable vehicles to maintain a relative

constant speed over a larger period of time. Therefore, in the absence of unexpected

traffic events such as vehicle break-downs, cached information can maintain and re-

port a relatively “better” representation of the prevailing road conditions of Region 1

in contrast to Region 2. The general observation here is that the TTL value of the

cached information is directly influenced by the rate of change of traffic information

in the roads to be queried. This rate of change is influenced by the road length,

vehicle density and existence of traffic lights. Therefore, caching policies should be

adaptive and take into consideration these factors in order to adjust TTL values

of traffic information. In addition the results depicted on Figure 10.12(a)(a) denote

that information accuracy is heavily influenced by the presence of vehicle break-downs

(Scenario 2) in the road-network. For V ITPTTL=0 queries manage to capture the con-

ditions of the road-network with relatively high accuracy (79% and 73% of the actual

values for Region 1 and Region 2), but as seen previously on Figure 10.10(a), with

a notably higher round-trip time. As the TTL value increases, there is an extensive
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drop in information accuracy and this can be justified as follows. For low TTL values

(V ITPTTL<=100), the accuracy levels remain close to the ones in the original VITP.

This is due to the fact that the specific TTL time interval is smaller than the dura-

tion of instability in the road-network (about 100s) caused by vehicle break-downs.

Although in this interval several queries will be resolved from vehicles caches, a high

percentage of the remaining queries will be resolved at the query target location thus

obtaining a more accurate view of the prevailing road conditions. For V ITPTTL>100,

the majority of queries are being resolved from information in a vehicle’s cache. The

low information accuracy provides evidence that cached information does not reflect

correctly the conditions in the road-network.

Finally, the right diagram on Figure 10.12(b) depicts the total number of ex-

changed VITP messages for the resolution of traffic information queries with respect

to TTL. This figure illustrates the reduction in the network overhead achieved through

the cache-based VITP. We intentionally skip the evaluation for Scenario 2 in this fig-

ure, since the observed reduction of messages that would otherwise be present, would

be misleading to the reader. The reduced number of messages would not be an af-

termath of caching but simply because vehicles do to complete their whole routes

because of break-downs and thereby issue less LookAhead queries. In this figure, the

x-axis represents the TTL values, whereas, the y-axis represents the total number of

VITP messages exchanged over the whole simulation period. We observe that caching

in VANETs decreases the traffic in the network about 21% for Region 1 and about

27% for Region 2. This reduction in the number of exchanged messages results in

increasing the network’s reliability; fewer exchanged messages lead to fewer network

failures.
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Figure 10.13: Caching implications on RSU discovery.

10.2.7 Caching Evaluation - Querying Road-Side Facilities

Availability

The left diagram on Figure 10.13 depicts the query recall of VITP messages for the

discovery of road-side facilities. From the results, it is evident that in the lack of any

information diffusion mechanism, as is the case of the original VITP (V ITPTTL=0),

there is a very low probability that vehicles in the simulation will locate and retrieve

information broadcasted by any RSU. In order for a vehicle to retrieve such infor-

mation it is necessary for it to be located within the wireless coverage area of the

RSU during a specific broadcast interval and in addition to be interested for the spe-

cific information broadcasted. On the other hand, we observe that as the TTL value

increases (V ITPTTL>0), the query recall increases, indicating that the utilization of

caching indeed allows the diffusion of information broadcasted by the RSUs and conse-

quently increases the probability that road-side facility related queries will be success-

fully answered from other vehicles’ caches. Even for low TTL values (V ITPTTL=50),

query recall up to 52% is achieved while broadcasted information is captured with an

accuracy up to 74%. The best-case scenario for query recall is when (V ITPTTL=200),

meaning that vehicles cache information broadcasted by road-side units for all their
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drive time duration. On the other hand, as the right diagram on Figure 10.13 de-

notes, increasing TTL values has a negative effect on the accuracy of the information

received by querying vehicles. While (V ITPTTL=200) might give 61% and 72% query

recall for Region 1 and Region 2 respectively, it only manages to reflect 47% and 53%

of the information accuracy.
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Chapter 11

Conclusion and Discussions

11.1 VANET Evolutionary Dynamics through

Complex Network Science

Here we performed a deep and extensive analysis of the spatio-temporal characteristics

of the VSN communication graph from the perspective of Complex Network theory.

Particularly, we explore the dynamics of VSN in urban environments and investigate

their impact in the design and implementation of dedicated routing protocols. The

findings provide meaningful insights on the overall design of VSN architectures and

not only to information routing. By exploiting the laws governing the networking

shape of vehicular connectivity, such distributed architectures can be efficiently de-

signed in order to improve the acquisition, storage and dissemination of heterogeneous

sensory information in urban environments.

11.2 Urban Traffic Sensing and Acquisition

Here we introduced V-Radar, a query protocol for retrieving vehicular traffic infor-

mation using V2V communications. The advantage of V-Radar over related works
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is that it enables the querying and acquisition of traffic information along a compos-

ite road-path, starting from a vehicle’s current position towards its final destination.

Specifically, V-Radar is able to query not only the initally selected road-path, but

also a number of alternate paths that lead to the vehicle’s destination. This allows

the driver or the in-vehicle navigation system to establish a more broad and complete

view of the traffic conditions that will be encountered further ahead. Such knowl-

edge can be extremely valuable in the process of calculating a more optimal route to

the destination in terms of travel time. Furthermore, this work proposes a number

of components for V-Radar that can work in tandem so as to maximize the num-

ber or road-paths monitored, whilst keeping wireless transmissions and bandwidth

utilization at the minimum. is its ability is its ability to monitor using location-

dependant queries the traffic conditions in a number of road-paths from a vehicle’s

current location towards its final destination. The evaluation of V-Radar using a

large-scale realistic testbed indicates a significant improvements over other related

and higly-cited traffic information dissemination schemes.

11.3 Traffic Information Diffusion using Reactive

Here we argued that the design of VANET routing protocols should follow a realistic

and complete evaluation in order to increase the possibility of identifying problems

as well as implications that need to be considered and addressed to achieve optimal

performance. We support our argument by evaluating the performance of three widely

acknowledged VANET routing protocols GPCR, VADD and LOUVRE in a large-scale

urban environment with realistic vehicle mobility and under network traffic generated

from a novel traffic query application, called V-Radar. To our knowledge this is the

first performance evaluation of these three VANET-dedicated protocols. We compare

the results of our evaluation approach against the results obtained by adhering to
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approaches typically used in the literature. Although typical scenarios such as the

above and the ones used in the literature might provide indications that a particular

routing protocol has an acceptable performance, they are rarely realistic. Indeed,

through such a scenario we observed that carry-and-forward techniques such as the

one employed by VADD perform better than greedy forward protocols in terms of

packet delivery. However, by simply introducing an application such as V-Radar

that requires realistic mobility and imposes delay constraints on data delivery, carry-

and-forward protocols fail to perform within acceptable limits. On the other hand,

greedy forwarding routing protocols such as GPCR prove that they are able satisfy

low delay requirements, however they still fail in low vehicle densities due to network

fragmentation. Through, the large-scale realistic scenario, we observed that both

geographic and overlay routing protocols such as GPCR and LOUVRE can perform

close to carry-and-forward protocols in terms of packet delivery, while still being able

to satisfy the constraints of non-delay tolerant applications. From the findings in

this work, one can easily acknowledge the benefits of uptaking such a thorough and

realistic approach in the performance evaluation of VANET protocols. Therefore, as

future work, we plan on evaluating the performance of additional routing protocols

and under a complete set of realistic safety and entertainment applications.

In addition, we evaluate the performance of TIS when utilizing caching techniques

to minimize the network overhead imposed by such services. In particular, we explore

the utilization of caching in VANETs by extending the architecture of VITP in order

to support cache-based location aware services. We extend the syntax of VITP mes-

sages by proposing a set of cache-control headers which act as directives to VITP-peer

caching decisions. Extensive simulations have been conducted to explore the feasibil-

ity of caching in VITP and analyze its performance in large-scale vehicular networks,

under realistic urban environments. Simulation results have shown that the use of a

TTL-based cache replacement policy in urban environments, can achieve significant
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improvements under both normal traffic conditions and unscheduled traffic events.

In addition, results have shown that caching allows vehicles to locate and collect in-

formation from fixed RSUs that otherwise would be impossible to do so. Moreover,

simulation results have also shown that the utilization of caching in VITP reduces

significantly the overhead imposed on the network by minimizing the total number

of exchanged messages among vehicles while requesting time-sensitive information.

Ultimately, this reduces the probability of failures due to network congestion.
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Chapter 12

Future Work

Although our work in Chapter 8 has provided us valuable insights into the spatio-

temporal dynamics of V2X communication, at the same time is surfaced the tendency

of the network to self-destruct. The extreme variability present in several of the mea-

sures studied, as well as the “butterfly effects” caused by even the slightest movement

of a handful of vehicles make the prediction of future network phenomena, very hard.

Figure 12.1: An Overlay Approach in the Dynamics of V2X Communication
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As future work we have already started on studying the VANET dynamics from

a number of different perspectives. The first approach aims to minimize the evident

noise in the studied measures that induce the observed variability. This will ultimately

improve the possibilities of forecasting the networks’ evolution, even in the short-term

time. For that reason we are approaching the graph from a higher level or what we

term as Overlay viewpoint, wherein we change the connectivity model as follows:

Considering the System Model in Chapter 3, we define TDi(t) as the traffic density

of road i at time t. Similarly, TDTHLD is defined as the traffic density threshold above

which any road in the underlying network is considered as connected. A connected

road is the one on which the density and distribution of V2X-enabled vehicles is

such that allow information to flow freely between it’s two endpoints, through the

wireless medium. For each road i where TDi(t) ≥ TDTHLD, we create a respective

vertex ui(t) on the graph G(t). The set of edges E(t) = {eij}, correspond to the

communication links among two connected roads i and j, at time t. An edge eij(t)

exists, if ui is adjacent with uj, or their geographical distance Di,j ≤ RNLOS and

i 6= j. Effectively, as Figure 12.1 shows, G(t) corresponds to an undirected graph

that models the overlay network emerging from the synapses among connected roads

in an urban environment.

The second approach targets the improvement of the results obtained from the

current V2X modeling methodology, by substitution of contact sequences with inter-

val graphs. From the literature [60, 61] it is observed that contact sequences can be

biased against temporal evolving networks, since they might not cover all aspects of

the temporal structure of contact patterns. As Figure 12.2 depicts, temporal networks

need not to be transitive and static networks (as those used by contact sequences) do

not consider transitivity, hence lacking the ability to clearly identify any information

spreading dynamics.

This approach will allow us to study even more interestic metrics such as:
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Figure 12.2: Interval Graphs1.

• Reachability Ratio

• Maximum allowed delay of time-respective paths

• Temporal Diameter and Temporal Node Importance

• Information Propagation Latency

• . . .

ultimately gaining more usefull insights to the temporal connectivity of the inter-

vehicle communication that could potentially be utilized by the academia and the

industry to advance the state-of-the-art in ITS solutions.

1Image taken from [60].
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